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Abstract.

1 Introduction

Aspect-Oriented Programming

Workshop Report
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Whereas it is generally acknowledged that code tangling
reduces the quality of software and that aspect-oriented programming
(AOP) is a means of addressing this problem, there is | as yet | no
clear de�nition or characterisation of AOP. Therefore, the main goal of
the ECOOP'97 AOP workshop was to identify the \good questions" for
exploring the idea of AOP.

Kim Mens , Cristina Lopes , Bedir Tekinerdogan , and Gregor Kiczales

Mechanisms for de�ning and composing abstractions are essential elements of
programming languages. They allow programs to be composed up from smaller
units, and they support design styles that proceed by decomposing a system into
smaller and smaller sub-systems.

The abstraction mechanisms of most current programming languages | sub-
routines, procedures, functions, objects, classes, modules and API's | can all
be thought of as �tting into a generalised procedure call model. The design style
they support is one of breaking a system down into parameterised components
that can be called upon to perform some function.

But many systems have properties that do not necessarily align with the
system's functional components. Failure handling, persistence, communication,
replication, coordination, memory management, real-time constraints and many
others are aspects of a system's behaviour that tend to cut-across groups of
functional components. While these aspects can be thought about and analysed
relatively separately from the basic functionality, programming them using cur-
rent component-oriented languages tends to result in these aspects being spread
throughout the code. The source code becomes a tangled mess of instructions
for di�erent purposes.

This \tangling" phenomenon is at the heart of much needless complexity in
existing software systems. It increases the dependencies between the functional
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2 About the Workshop

aspect-oriented programming

aspects

component

weave

components. It distracts from what the components are supposed to do. It intro-
duces numerous opportunities for programming errors. It makes the functional
components less reusable. In short, it makes the source code di�cult to develop,
understand and evolve.

A number of researchers [KLM 97] have begun working on approaches to
this problem that allow programmers to express each of a system's aspects of
concern in a separate and natural form, and then automatically combine those
separate descriptions into a �nal executable form using automatic tools. These
approaches have been called aspect-oriented programming (AOP).

In this workshop, rather than focussing on the idea of automatic weaver tools,
a more general notion of AOP was adopted: AOP was regarded as a general
concept or mechanism to solve the problem of modelling the di�erent aspects
of concern in a system. The purpose of the workshop was to bring together
researchers and practitioners working in the area of AOP or related areas to
discuss the current status of AOP research.

The second workshop on was organised by Cristina
Videira Lopes, Gregor Kiczales, Kim Mens and Bedir Tekinerdogan on June
10 during the 11th European Conference on Object-Oriented Programming in
Jyv�askyl�a, Finland. (The �rst AOP workshop | the \AOP friends meeting" |
was held at Xerox PARC in conjunction with OOPSLA'96.)

All participants were encouraged to submit a short position paper and the
workshop was organised around the common tendencies detected in these posi-
tion papers, such as:

1. What exactly are ? How can they be identi�ed or characterised?
[Meu97,MJV 97]

2. What is the di�erence between an aspect and a ? How do com-
ponents and aspects interact? [HOT97,Lam97,Van97]

3. How to ? (I.e. how to merge the base component program and the
di�erent aspect programs into a �nal executable form.) [Lam97]

4. Need for a theoretical foundation for AOP. [Meu97]

5. How to expand the use of aspects to other phases of the software develop-
ment life-cycle: requirements, analysis, architecture, design, implementation,
maintenance, . . . [Aks97,HOT97,MJV 97,Mul97,Wer97]

6. What are the relationships or di�erences between AOP and other approaches
or programming paradigms and especially between AOP, re
ection, open im-
plementations and meta-object protocols? (For example, is AOP better than
a general framework like re
ection?) [CES97,Meu97,DC97,MJV 97,Lam97]

7. Visual representations of AOP. (For example, visual presentation of relation-
ships between components/aspects, graphical representations of aspects and
aspect weaving, . . . ) [HOT97,Van97,Wer97]
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3 About the Participants

8. Whereas the topics enumerated above are of a more general nature, many
position papers mentioned speci�c concerns such as feedback on speci�c
aspects and domains for AOP:

How to express the \coordination" aspect in concurrent OO? [HPMS97]
\Synchronisation" is not a single aspect but should be separated in sev-
eral more speci�c aspects. [HNP97]
How to specify \failure detection" and \failure handling" in distributed
OO using AOP? [Roy97]

9. Another important question which was not raised in any position paper is
how to prove that AOP is good (i.e. better than existing approaches).

The goal of the workshop was not to �nd a de�nite answer to the above
questions, but to use them as a general starting point for discussions. During
the workshop, participants were encouraged to come up with other relevant
questions and issues. The main purpose of the workshop was to identify the
good questions that can lead to a characterisation of what AOP is and is not
about.

During the warm up session, the participants were asked to introduce themselves,
give a short summary of their position statement and optionally raise some
questions for discussion.

Many participants suggested new domains where AOP might prove useful
such as distribution and mobility, automatic failure detection, coordination,
synchronisation, load balancing, . . .
A number of other participants mentioned their interest in reuse and evolu-
tion issues, and the relation between AOP and current research issues in the
reuse world.
The relationship between AOP and compositionmechanisms was also deemed
interesting by many people.
Peter Werner and some others stated that apart from aspect-oriented \pro-
gramming", also aspect-oriented \modelling" and aspect-oriented \design"
are important. This remark is strongly related to common tendency 5.
Some people were a little sceptic. Sathoshi Matsuoka wondered whether AOP
languages are needed at all, or whether we can su�ce with conventional
OO techniques and existing computational models. Wolfgang De Meuter
mentioned that it might be possible to model AOP by means of meta-level
programming (rather than considering meta-level programming a subset of
AOP).
Most of the participants talked about AOP in a general sense. Mira Mezini's
statement that \AOP is not a programming paradigm but a design frame-
work for separation of concerns" re
ected this general understanding about
AOP during the workshop.
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4 Selected Presentations

4.1 Aspects Should Not Die

Table 1.

Development Stage

modelling

description

run-time

Manifestation of Aspects

Traditional MOP, OI AOP now AOP tomorrow

implicit explicit explicit explicit
hard-coded some aspects explicit explicit
fuzzy some aspects weaved some explicit,

some weaved

Some of the submitted position papers raised more interest than others, espe-
cially the ones that made more general observations about AOP. Five authors
were selected to present their position statement in more detail.

Bert Robben [MJV 97] starts out with a discussion on the nature of aspects:

1. All aspects should be considered equally important within the context of a
single application. This encourages aspectual decomposition from the very
beginning.

2. What is the domain of aspects? Do they only deal with run-time properties
(such as performance enhancement) or also with elements of the problem
domain?

3. What is the appropriate abstraction level at which to describe aspects? Us-
ing separate high level declarative aspect description languages seems more
appropriate than using the same language as the component language.

4. How and when do aspects show up during the development cycle? During
which stages are they manifest as separate entities? Up to which point are
the aspects orthogonal?

Next, the above mentioned issues were used to compare AOP with related
approaches such as meta-object protocols and open implementations. As an ex-
ample, consider Table 1 which compares the manifestation of aspects during
di�erent development stages for each of the approaches.

As can be seen from the last column in Table 1, the same issues were also
used as a basis for identifying some possible future trends in AOP research. For
example, it was argued that aspects (or at least some of them) must survive in
the executable code if dynamic behaviour is to be supported.

In current AOP, aspects are only explicit until weave-time. An aspect weaver
takes the aspect descriptions and tightly interconnects them with the applica-
tion's functionality. In tomorrow's AOP at least some of the aspects (e.g., load
balancing) should survive at run-time, to ensure maximal 
exibility and to allow
an aspect to adapt itself based on execution time information. Aspects that can
be statically dealt with (e.g., synchronisation) can still be woven as before.
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4.2 A Comparison of AOP-related Approaches
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4.3 Issues in Aspect-Oriented Software Development

Krzysztof Czarnecki [CES97] discussed some problems with currently existing
object-oriented technologies based on a comparison of di�erent approaches from
3 di�erent research communities:

1. Software Reuse,
2. Formal Transformational Development (generative programming),
3. OO and Adaptability Research.

The approaches were compared using the following criteria:

Is the con�guration time static or dynamic? (I.e. construction time or run
time?)
Which kinds of design knowledge can be expressed?
Which kinds of optimisations are possible? (Global versus local and static
versus dynamic.)
What coordination mechanisms are used? (In other words, what are the

?)
Which concerns can be addressed?

He also argued that, to some extent, all discussed approaches (including
AOP) strive towards reaching the same common goals:

obtaining a (more) direct correspondence between requirements and code
segments;
raising the abstraction level;
improving adaptability, extensibility and reusability;
achieving a \complete" separation of concerns;
achieving a \complete" separation of concerns at the same time achiev-
ing high performance.

The important contribution of AOP could be to make these ideas practicable
in industry.

Mehmet Aksit [Aks97] argued that aspect-oriented programming must be con-
sidered in a broader context. It is common practice to decompose software de-
velopment activities into various phases, like requirements speci�cation, domain
analysis, architecture de�nition, design, implementation and maintenance. These
phases are de�ned based on the viewpoints of the software engineer (analy-
sis deals with what to do, design with how to do it, etc.). Since the concerns
adressed in each of these phases have a major impact on the �nal structure and
quality of software, they must be recognised as aspects. Going from one phase
to another is then actually an aspect weaving process.

We can aspects by considering software development as a problem
solving activity. The problem is typically represented by the requirement speci�-
cation for which we try to �nd (software) solutions. The solutions are inherently
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4.4 Monads as a Theoretical Foundation for AOP

4.5 The Interaction of Components and Aspects

de�ned by the requirement speci�cation and the domain knowledge. Aspects
and aspect weaving processes have to be derived from the canonical models of
these solutions. So clearly, aspect identi�cation should start in the requirements
speci�cation and domain analysis phases, and not in the implementation phase.
Aspects identi�ed in the upper level phases of software development will have
impact on the following phases. However, each subsequent phase may add new
aspects and/or re�ne the existing aspects.

From the perspective of adaptability and reusability, mapping these solution
techniques to the conventional object-oriented language mechanisms performs
unsatisfactorily. Especially, multiple views, synchronisation and conditionally
changing behaviour cannot be implemented well. Inheritance-based solutions
perform better, but they cannot implement dynamically changing behaviour.
The conventional object-oriented model requires 3 to 5 times more method im-
plementations than the ideal case. The composition-�lters model provides almost
an ideal solution. In the composition-�lters approach, the basic behaviour is im-
plemented by using any programming language, and the additional aspects are
de�ned in the �lters. However, the composition-�lters model is not capable of
expressing aspects and weaving process at the design-level. Therefore, new tech-
niques must be de�ned for design-level aspects and aspect weaving processes.
Important characteristics of design level aspects are that they are mostly based
on uncertain factors and that they are con
icting, context-dependent and non-
deterministic.

One of the reviewers quali�ed Wolfgang De Meuter's position paper [Meu97] as
\an interesting beginning to the semantics of AOP and AOP in a functional
programming setting".

The author proposes a theoretical foundation for AOP, based on the notion
of known from functional programming. Aspects can be thought of as
monad transformers, the base component program as a monadic style program
and aspect weaving as monad transformation. The join points correspond to the
\bind" operation on monads in combination with the other monadic operations.

As an experiment, De Meuter implemented a Fibonacci method to which the
\aspects" of result caching and concurrent computation were added in a monadic
way. These experiments indicate that the monad concept might be a very good
candidate to give a formal semantics to AOP languages.

Besides providing a theoretical foundation for AOP in general, the proposed
theory could also be regarded as a way of introducing AOP in the functional pro-
gramming paradigm. An aspect-oriented program in a functional programming
language would be nothing more than a monadic style program.

One of the realities of AOP is that aspect code and component code interact. It is
this interaction that makes weavers necessary and that makes AOP interesting.



+

+

not

5 Afternoon Session | General Discussion

Juxtapose.

Merge.

Fuse.

Local.

\History".
\Future".
\Simultaneous".

Di�erent AOP approaches can be classi�ed in terms of what the join points are
and how the components and aspects interact.

John Lamping [Lam97] made a �rst classi�cation of AOP approaches based
on how the aspect behaviour and component behaviour are combined. In other
words, how does the aspect code and the base code �t together? He distinguished
between 3 ways of combining aspect and component behaviour, and gave some
examples for each of them.

Interleave doing aspect and component behaviour. In other words,
the structure of the woven code looks basically like the base code, with aspect
code added at the join points. (E.g., Iguana, Oz, composition �lters, monads,
coordination.)

As opposed to juxtaposition, when merging, a combination of aspect
and component descriptions can be merged into a single action. (See the
numerical code example in [KLM 97])

An example of fusing can be found in the image processing example of
[KLM 97] (loop fusion), where a single action is a combination of both aspect
and several component level descriptions. In other words, several component
level and aspect level descriptions can be fused into one single action.

A second classi�cation can be made based on what kind of contextual in-
formation is needed. What kind of information about the context of execution
of the component code is needed to choose the aspect behaviour? (I.e., what
kind of information maintained by the aspect code is needed by it?) Again,
several kinds of contextual information can be distinguished:

Composition �lters and Oz only use information that is lexically nearby.
In the image processing example, on the contrary, non-local information is
needed: in order for a loop fusion aspect to fuse two loops it must examine
two loops from the component code, which may potentially not even be
adjacent in the component code.

E.g., composition �lters.
E.g., image processing, monads.

E.g., Iguana, coordination.

During the afternoon, about 40 participants joined in a plenary discussion of the
following topics:

1. How do aspects and components interact?
2. Is aspect-orientation bound to object-oriented programming?
3. Are general purpose aspect languages possible or useful?
4. Can current technologies be used for AOP or do we need yet another techni-

cal development? (What existing techniques for manipulating computations
exist?)

5. How can aspects be identi�ed?
6. Which concerns does or should AOP separate?
7. Which problems can AOP solve? What are the hard problems?
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5.1 Interaction of Aspects and Components

5.2 Is Aspect-Orientation Bound to Object-Oriented Programming?

The �rst discussion was a continuation of John Lamping's presentation 4.5.
Mehmet Aksit did not completely agree with the classi�cation that compo-

sition �lters can depend on local contextual information only, as global objects
can also be composed locally. Furthermore, composition �lters do not only al-
low juxtaposition of aspect and component behaviour, but also merging. If the
aspect code can be inferred in the compiler it can be merged with the base code.

There was also an undecided discussion on whether MOP should be consid-
ered an example of juxtaposition or merging.

Now let us turn to the question of whether aspect-orientation is bound to object-
oriented programming. In fact, this question can be decomposed in two questions:

1. Is aspect-orientation bound to object-orientation?
2. Is aspect-orientation bound to programming?

From the conceptual viewpoint, it is generally agreed that the object-oriented
paradigm can model real world entities in a neat and understandable way. How-
ever, object-orientation lacks in adequately solving the problems which arise
when di�erent concerns, like real-time, synchronisation and coordination need
to be composed together (and with the real world entities).

The reason for these modelling problems is the lack of expressive solution
models and the lack of adequate composition mechanisms for such concerns. We
cannot easily map the cross-cutting concerns to concepts of the conventional
object model and we are not able to compose them in an orderly way. Aspect-
orientation arose from the need to solve these modelling problems and accord-
ingly addresses two basic issues. Firstly, how should we separate the real world
concerns? Secondly, how should we compose these concerns at compile-time and
at run-time?

Aspect-orientation advocates the use of expressive models for both com-
ponents and concerns. By mapping real world concerns to aspects the cross-
cutting behaviour of the di�erent concerns will be eliminated and accordingly
software systems will be better maintainable and adaptable. Clearly, like object-
orientation is not bound to programming only, aspect-orientation can also be
considered as a modelling technique and a mechanism which applies to all the
phases of the entire software development cycle. Consequently, we can speak of
aspect-oriented analysis (AOA), aspect-oriented design (AOD), aspect-oriented
programming (AOP).

Further, we can state that aspect-orientation is not bound to object-orientation
only. All existing programming paradigms like procedural, functional, logical
and object-oriented paradigm provide models to express real world entities. In
aspect-orientation conceptually an explicit distinction is made between

with which cross-cutting concerns are expressed, and
with which real world entities and the basic computation functionality are
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5.3 General Purpose Aspect Languages

expressed. Each aspect should be expressed in its own natural language. As such,
in addition to the basic computation language we may for example have speci�c
aspect languages for concurrency, real-time and coordination concerns. Conven-
tional languages may equally both be used as component languages and aspect
languages. The component and aspect languages might even be the same. The
choice of the language inherently depends on the problem and additional context
parameters. The fundamental point however is that aspect orientation intrinsi-
cally advocates the use of those languages | possibly from di�erent paradigms
| that are most natural for the task at hand. In this sense we could say that
aspect orientation is rather independent of the existing paradigms.

Would it be to get an aspect language that is general purpose to the
same degree that an OO language is general purpose? The advantage of using
a general purpose language such as, for example, C++ is that everyone knows
it and can understand it. It is a common way of expressing the semantics and
freezes the patterns of usage that programmers are used to.

But do we general purpose aspect languages or do we prefer many dif-
ferent aspect languages? In general there is a trade-o� between using a single
general purpose or many speci�c aspect languages. Mehmet Aksit gave the ex-
ample of composition languages. If all composition �lters are written in the same
language as the base program, the weaving is much easier. But now suppose you
want to deal with real-time �lters. First the composition language will need to
be extended to deal with real-time aspects, but all the rest will become more
di�cult as well. With separate languages you only need one extra language in
which to describe the real-time aspects.

There are some other advantages to using many di�erent aspect languages
rather than a single general purpose language. When using appropriate aspect
languages the aspect code will be more concise and easier to understand, and
will limit the programmer to mess up. General purpose languages for aspects
are not good because they do not allow to describe the aspects at the right
abstraction level. A related motivation for using di�erent languages is that lots
of aspects have to do with control 
ow. This can be modelled very well by means
of constraints but poorly by imperative code. Hence the subject matter of aspects
is di�erent than the subject matter of components and it is probably better to
use di�erent languages.

Having di�erent aspect languages is neither necessary nor su�cient for AOP.
Indeed, in some cases it may be convenient to write both the aspects and the
component program in the same language, whereas in other cases using di�erent
aspect languages seems more advantageous.

But if you use a number of aspect languages, eventually they will need to be
translated into a single language. Which facilities or features does this language
need to provide? Current AOP languages do not seem to require anything special,
as long as the output language is low level enough. But can we have a high enough
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monadic programming

5.4 Re
ection versus AOP

5.5 Identi�cation of Aspects

level output language? Is it possible to make a general purpose intermediate
aspect language so that it is easy to translate into any other language?

And even if you do not want a general purpose aspect language, can we
provide general aspects weavers, or do we need domain speci�c weavers?

As a �nal remark, it should be remembered that the \generality" of aspect
languages and aspect weavers will always apply only to some extent. Therefore,
it might be better to talk about the scope of generality of an aspect language or
weaver.

In the context of discussion topic 4 there was some discussion on how much help
can be expected from re
ective techniques. Re
ection certainly seems to be a
su�cient mechanism for AOP, but many regard it as too powerful: anything can
be done with it, including AOP. When using re
ection, will the aspect-oriented
program be safe or e�cient enough? Is re
ection required to make the program
adaptable enough? More research is needed here.

Someone argued that re
ection is too powerful because of its focus on mech-
anisms rather than on the structure of the meta-level. In other words, what is
missing to constrain the re
ective power is a composition methodology at the
meta-level.

How can aspects be identi�ed? What aspects should we be looking for? What
other domains are there?

Someone suggested that when a problem is decomposed in subproblems, ev-
ery subproblem can be considered as an aspect. However, this be the
case as aspects are not packaged in one component but come out of the interac-
tions between components. (Kiczales mentioned that this is also the reason why
subjectivity does not feel like aspects.) In fact, this is precisely a characterisa-
tion of the di�erence between aspects and components. Components are those
things you obtain when breaking something in pieces of functionality, whereas
aspects are those things that remain and are di�cult to describe locally with
respect to those components. However, it is possible that with another choice of
components some aspects become components and vice versa.

If we want to identify aspects, it would be a great help to have explicit
software entities that map onto the aspects. For example, in the functional pro-
gramming paradigm, programs can either be structured according to the values
they consume or according to the computations they consume. The latter style
of programming is called [Meu97]. These two styles of
functional programming seem to correspond to component programs and as-
pect programs, respectively. Furthermore, AOP is about having both kinds of
programming styles simultaneously. This is the same in monadic programming
where you still need the component way of programming as well. So there seems



6 Concluding Remarks

complete

interaction

5.6 Separation of Concerns

5.7 Which Problems to Solve with AOP?

to be a close correspondence between AOP and monadic style functional pro-
gramming.

With AOP we want to separate out di�erent aspects at a more convenient ab-
straction level. Furthermore, we want to describe these aspects independent
of the components in the base program and use weavers to avoid having to
visit all components. AOP typically tries to separate some of the concerns that
component-based technologies are not good in decomposing. But AOP should
not be seen as a separation of concerns: the aspects still have to do
with the components. You still have to look at the components, but not at ev-
erything, only at the things you want to see. Achieving a complete separation is
not only hard, it is not even a goal: if you would have complete separation, the
things that are separated would not be part of the same system anyway. But the
question remains how much we want things to be separated.

The last discussion topic regarded application domains for AOP.Which problems
can AOP solve? What are the hard problems? Due to a lack of time only one
interesting new application domain for AOP was suggested.

No position paper mentioned the use of AOP for writing web-software, where
many components are being updated and changed at di�erent rates. Although
AOP is not an approach speci�c to this area, one might wonder whether an AOP
approach could be of value here. One important issue when writing web-software
is to be able to control the between the objects. (You want to control
the interaction between the objects rather than the objects themselves, because
you do not own the objects.) At �rst glance, AOP seems a useful approach
because it is good in addressing such a non-local thing.

AOP de�nes a new concept, called aspect, that enables us to talk about an
important new kind of modular unit in system designs and implementations.
Aspects are intended to work together with traditional notions of components,
including modules, objects, API's and the like, but typically address concerns
that cut-across groups of these components. Aspect-oriented programming is a
style of programming in which aspects and their interactions with components
are clearly identi�ed. Aspect-oriented programming can include speci�c aspect
languages to program the aspects, or can be done with existing programming
languages and coding idioms that make the aspects more clear.

With this as our background, it is clear that a lot of work remains to be done.
Some of the key issues that were addressed during the workshop are summarised
below:
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Need for more technical research.

Need for AO*.

Need for AOP metrics.

Can existing technologies be used for AOP?

Need for comparisons between AOP and related approaches.

Need for a theoretical foundation.

Separation of concerns in AOP.

Is AOP bound to OO?

Other future work.
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Whereas there seems to be a common
intuition on what AOP actually is, it is equally clear that the technical
precision behind that intuition needs to be worked out. For that, a complete
catalogue should be made of the precise technical problems that need to be
solved.

From the discussion on the use of aspects throughout the soft-
ware life-cycle we can deduce that there is not only a need for Aspect-
Oriented Programming (AOP), but also for Aspect-Oriented Analysis (AOA),
Aspect-Oriented Design (AOD), Aspect-Oriented Modelling (AOM), and so
on. AOP should be scalable to these domains.

To justify the claim that AOP actually makes build-
ing real software easier, measurable results for AOP are needed. (Metrics of
code tangling.)

During the workshop there
was a lot of discussion about the relation between re
ection and AOP. The
key question here is how much of the technology that is needed for AOP
(or AO*) is already available. Is there really a need for a new technical
development, or is (for example) re
ection or meta-programming already
su�cient?

As people
will want to know whether AOP is new or whether it is nothing more than
a new name for an old thing, comparisons between AOP and related work
(such as composition �lters and subject-oriented programming) are impor-
tant.

It is obvious that lots of research is needed
on theoretical foundations for AOP, for example, monads.

It should be made clear what we set the
goal of separation of concerns to be: what are the concepts we want to
separate, and how much do we want them to be separated?

This is only a rhetorical question as we clearly want
AOP to be bound to OO only. The right question to ask is what com-
munities we should be talking to about this idea and for help with this idea.

Apart from the general considerations above, some more
speci�c questions and topics to be investigated are:

What is the domain of aspects?
How to identify aspects?
Aspect description languages.
Orthogonality of aspects.
Translation techniques.
How to weave? What should a weaver do?
Run-time versus earlier time aspects.
How to specify join points?
General purpose or domain speci�c AOP?
Aspects applied to existing libraries.
How to deal with evolution?
Visual representations of AOP.
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1. ABOUT THE ASPECTS OF ASPECT-ORIENTED PROGRAMMING

It is clear that developing high quality software systems is a difficult task. Since aspect-orientation is a
means to tackle difficult problems, we have to find out the important aspects of aspect-oriented
programming.

It looks like that the aspect-oriented community agrees at least on two aspects: aspect-definition and aspect
weaving. The fundamental question is, of course, what are the aspects and how to weave them?

2. THE GLOBAL PICTURE

It is a common practice to decompose software development activities  into various phases. Typically, these
are Requirement Specification, Domain Analysis, Architecture Definition, Design, Implementation and
Maintenance. Requirement Specification looks at the problem from the perspective of the user, Domain
Analysis aims at finding background information related to the problem being solved, Architecture
Definition tries to find out the essential structures in the system, Design is concerned with how to solve the
problem, Implementation puts the design into an executable code, and finally, Maintenance tries to cope
with the necessary changes after the deployment of the system.

These phases are defined based on the concerns of the software engineer, and managing these are
considered essential for reducing the maintenance costs. Since, these concerns have a major impact on the
final structure and quality of software, they must be recognized as aspects. It is generally known that going
from one phase to another is a difficult step. The so-called seamless design principle, generally a property
attributed to object-oriented software development, aims at a smooth transition from one phase to another.
Any practical designer, however, soon realizes that object-oriented development is not as seamless as it
is claimed. Going one phase to another is actually an aspect weaving process.

3. THE IMPLEMENTATION PHASE

Let us now look at the implementation phase in the software life-cycle. The implementation phase is
determined by the current processing and compilation techniques. The most important feature of this phase
is that basically the implementation medium is deterministic. Uncertainty is only allowed in a very limited
set of primitive mechanisms (like guarded commands) and in transparent features (like process scheduling).

Adaptability is an important quality factor of software systems. Incremental adaptability means coping with
changing requirements without modifying the previously defined software components. The conventional
object-oriented model supports adaptability through composition, encapsulation, message passing and
inheritance mechanisms. Despite its intended behavior, if a language mechanism fails in realizing an
incremental transition from one implementation to another, then it means there is an anomaly in the
definition of that mechanism. Obviously, there are also other important quality factors, such as robustness,
expressiveness and reusability.

The question remains: What are the relations between aspects and aspect weaving process and the
programming language mechanisms? This has to be answered within the context of proving a high quality
software.

The answer is quite simple if we consider software development as a problem solving activity. Given a
problem, if a solution for the problem exists, that solution determines the aspects and aspect weaving



features. So the issue is developing solutions, which are expressible (realizable), adaptable and reusable. To
be able to provide these quality factors, we have to find out canonical models for the solution techniques,
and within these models, we must identify the aspects and how these aspects interact with each other
(weaving). So clearly, the answer is not in the domain of programming, but in the Requirement
Specification and Domain Analysis phases.

It is, in principle, possible to define an "ideal solution" for a given problem, if the ideal solution for the
problem exists. Construct a canonical model of the selected technique, define a computation model for this
model, and finally define incremental adaptability mechanisms for this model (In JPDC July 96 issue, for
example, we presented such models for synchronization and real-time problems). Of course, the reality is
more difficult than suggested. Apart from finding the right canonical models, the corresponding
computation models must be mapped to the current realization techniques (compilers and languages). In
addition, since more than one problem can exist within a given application, more than one type of
computation model must be composed together.

Due to the difficulty of the problem, and by considering the economics as the major aspect, mapping the
solution techniques to the conventional object-oriented languages can be weighed more feasible by many
practitioners. The question we have to answer is, how much it does it cost not to apply the aspect-oriented
principles. Or in other words, are there economical aspect-oriented solutions for today’s problems?

3.1. HOW GOOD IS THE CONVENTIONAL OBJECT-ORIENTED MODEL

3.1.1.  Multiple Views

Example 1: Class EMail
Consider a simple mail system which consists of classes Originator, Email, MailDelivery and Receiver. As
an example, the interface methods of class EMail is shown in the following:

putOriginator(anOriginator);
getOriginator(anOriginator)
putReceiver(aReceiver);
getReceiver(aReceiver);
putContent(aContent);
getContent;
send;
reply;
approve
isApproved;
putRoute(aRoute);
getRoute;
deliver;
isDelivered;

The interface methods of class EMail

EMail represents the electronic messages sent in this system and provides methods for defining, delivering
and reading mails. For example, the methods putOriginator, getOriginator, putReceiver, getReceiver,
putContents, getContents are used to write and read the attributes of a mail object. The methods putRoute,
getRoute, deliver, isDelivered are used by class MailDelivery while delivering the messages from
originators to receivers. The method reply is used to send a reply message.

Example 2: Class USViewMail

Now assume that like in the ordinary postal mail system, we want to restrict accesses to the email objects.
We therefore extend class EMail to USViewMail by restricting the accesses to its methods based on the



type of the client object. If the client is of User type, it is allowed to execute the methods putOriginator,
putReceiver, putContents, getContents, send and reply. The methods approve, putRoute and deliver
are used by the clients of System type. No restrictions are defined for the methods getOriginator,
getReceiver, isApproved, getRoute and isDelivered.

The immediate problem here is that how to get the identity of the client object? In languages like C++ there
is no direct way for obtaining the identity of the client object. This means that the aspects User and
System Views may not be directly expressed by some languages. This is a lack of aspect expression
problem.

Now assume that the identity of the client object is available. There are two possible implementations in the
conventional object model: composition based and inheritance based.

In the composition-based implementation, the interface object implements the view checking method. The
aggregated object implements the method. For example, the method putOriginator can be implemented as
follows:

putOriginator (anOriginator)
   if self.userView then imp.putOriginator( anOriginator)
   else self.viewError;

Here imp is the name of the aggregated object.

In the inheritance based approach, view checking is implemented within a method, and executions are
realized though super calls:

putOriginator (anOriginator)
   if imp.userView then super.putOriginator(anOriginator)
   else self.viewError;

Example 3: Class ORViewMail

As the next example, we partition the User View into Originator and Receiver views. The methods
putOriginator, putReceiver, putContent and send can only be invoked by the client of Originator type. The
client of Receiver type is allowed to invoke the method reply. For the other methods, the restrictions
defined by USViewMail applies.

Again, this class can be implemented using composition or inheritance based structures. In the composition
based implementation, the aggregated object is an instance of  class USViewMail. In the inheritance based
implementation, class ORViewMail inherits from class USViewMail.

There are two ways how the view checking can be ordered: (a) first the Originator and Receiver views then
the User and System Views or (b) first the User and System views and then the Originator Receiver views.

Example 4: class GViewMail

In the next example, we extend the ORViewMail to GViewMail by extending the views to a group of
originators and receivers. This may be required, for example, for offices where more than one person is
responsible of sending and receiving mails. Again, there are two ways how the view checking can be
ordered. First group originator and receiver views, then originator and receiver views and then user or
system views. This ordering we term as "last defined first enforced". The reverse order, however, may be
considered more logical (or correct).

Other multiple view examples:



Assume that class W2Mail extends the GVMail class with a history view. If the user method is invoked
twice for the same mail object a warning message has to be generated.

Class SecMail extends W2Mail by composting two separately defined views. The first type of view is taken
from class W2Mail. The second type of view is the security view and defined for the mail content. Every
mail data is classified with security layers. A client object is only allowed to execute the methods of
SecureMail if the security level of the client object is equal or higher than the security level of the mail
data.

3.1.2.  Other Aspects

Of course, one may require many more aspects for the mail objects. For example, class SyMail represents a
mail object which can be locked or unlocked. If the method locked is invoked, then all the invocations are
delayed until the invocation of the method unlocked.

Class DyMail  changes the implementation of the method send based on the type of the mail data. If the
mail is of ASCII type then, a simple send protocol is used. If the content is of video type, then the video
protocol is used, and so on.

3.2.  Evaluation

The assessment of conventional object-oriented languages is presented by the following table:

Here, the first column indicates the classes as defined in the previous section. In principle, the order of the
rows (evolution order) has no affect to the number of method definitions, except for the first row. Here, the
second column indicates the minimal number of required methods. This number is derived from the total
number of additional aspects and plus one for the weaver. The third column (A) indicates the required
number of methods if the checking order is based on rule "last defined first enforced". The fourth column
(B) indicates the required number of methods if the checking order is based on "first defined first enforced.
The meaning of the symbols are defined as follows:

i: implementation, f: forwarding a request to the aggregated object, v: implementation of a view, c: methods
necessary to re-configure the aggregated object. These are put, get and reconfigure methods (combination
of Decorator and Bridge patterns). a: bookkeeping method such as counting the number of invocations, s:
security level checking, q: a delay mechanism such as a semaphore, t: testing an attribute.

class Name Min # A: # of methods B: # of methods
     Email 14 not applicable not applicable
USViewMail(comp) +16 = 9i + 5f + 2v not applicable
USViewMail(inh)

+3
+11 = 9i + 2v not applicable

ORViewMail(comp) +16 = 9i + 5f + 2v +19= 9i + 5f+ 2v + 3c
ORViewMail(inh)

+3
+ 7 = 5i + 2v + 7 = 5i + 2v

 GViewMail(comp) +16 = 5i + 9f + 2v +19= 5i + 9f+ 2v + 3c
 GViewMail( inh)

+2
+2 = 2v 7 = 5i + 2v

  W2Mail(comp) +15 = 14i + 1a +18 = 14i + 1a + 3c
  W2Mail(inh)

+2
+15 = 14i + 1a +15 = 14i + 1a

  SecMail(comp) +15 = 6i + 8f + 1s +18= 6i + 8f + 1s +3c|
  SecMail(inh)

+2
+7 = 6i + 1s +7 = 6i + 1s         |

SyViewMail(comp) +17 = 14i + 2i+ 1q +20 = 14i +2i+1q + 3c
SyViewMail(inh)

+3
+17 = 14i + 2i + 1q +17 = 14i + 2i + 1q

DyViewMail(comp) +17 = 1i + 13f + 3t +20= 1i +13f + 3t +3c|
DyViewMail(inh)

+4
4+ = 1i + 3t 4+ = 1i + 3t

Table: Evaluation of conventional object-oriented languages with respect to the example.



In the ideal case, the total number of required methods is 33. In the composition-based implementation, the
total number of required methods is 126 and 144, for cases A and B, respectively. In the inheritance-based
implementation, the total number of required methods is 77 and 82, for cases A and B, respectively. The
inheritance-based approach requires less methods because method forwarding is not necessary (inheritance
provides transitive reuse) and polymorphic overriding is possible. For example, class GViewMail can be
easily derived from ORViewMail by redefining the methods for checking the originator and receiver views.
However, the inheritance based approach cannot support dynamic evolution. Obviously, inheritance and
compositional techniques can be combined. For example, redirected methods can be inherited from a
common super class. The methods necessary for adapting the object model can be inherited as well. The
total number of methods in case of B can then be reduced to 109.

3.2.  THE COMPOSITION-FILTERS APPROACH

In the composition-filters approach, the basic behavior is implemented by using any programming
language, and the additional aspects are defined in the filters.

In the following, the filters of class USViewMail are shown:

internals
mail: Email;
USView: Error ={userView =>{putOriginator, putReceiver, putContent,
                getContent, send, reply},
                systemView => {approve, putRoute, deliver},
                true=> {getOriginator, getReceiver, isApproved,
                        getRoute, isDelivered};
execute: Dispatch = { true=> {inner.*, mail.*}};

The filter checkview if an instance of Error filter. If a received message is accepted by an error filter, then it
is forwarded to the following filter.

The filter execute is an instance of Dispatch filter. If the received message is accepted by a dispatch filter,
then it is executed. The conditions userView and systemView are Boolean methods defined by class
USViewMail. If userView is true, then the methods putOriginator, putReceiver, putContent, getContent,
send and reply are accepted by the error filter. Similarly, the methods approve, putRoute and deliver are
only accepted if systemView returns true. The remaining methods are not restricted by the error filter.
The dispatch filter accepts all the methods declared by class USViewMail (through inner) and Email.

This composition filter specification can be attached to class USViewMail implemented in any object-
oriented language.
Attaching is the weaving operation. Since filters provide a declarative specification, this attachment can be
considered as a static weaving. The filters of class USViewMail, for example, can be fully integrated (in-
lined) with the implementation of USViewMail.

Since the semantics of these filters can be defined as message transformations, filtering can also be
considered as a dynamic weaving process (a smart compiler may weave a filter partially or fully statically).

Filters are fully separated from the class definitions (this is not possible in the language Sina), and
therefore, they can bereused separately. For example, the programmers can implement the above mentioned
classes in any object-oriented language without attaching filters. Filters can be stacked and attached to any
of these classes, whenever necessary. This allows the programmer to implement both "last defined first
enforced" and "first defined first enforced" strategies. However, Once a filter is attached to an object, it
cannot be separated from it at run-time (at least in the current implementation. However, reflective
techniques can make this possible). If a run-time change is required, then methods must be provided to
reconfigure the object compositions (Combination of Decorator and Bridge patterns).

ORViewMail:



ORView: Error ={origView =>{putOriginator, putReceiver, putContent,
                getContent, send },
                recView = reply,
                true ~> {putOriginator, putReceiver, putContent,
                getContent, send, reply},
execute: Dispatch = { true=> {inner.*, mail.*}};

Here, the operator "~>" means all messages are accepted except the
specified one.

GViewMail:

Class GViewMail can be implemented by redefining the view checking
methods for a group of originators and receivers.

W2Mail:

count: Meta ={ [*] count.input };
execute: Dispatch = { true=> {inner.*, mail.*}};

The meta filter is used to reify a message. If the received message matches, in this specification it always
matches ([*]), it is reified and concerted to a new message with the original message as an argument of the
new message. This new message is then passed to the object count. This object can read the attributes of the
original message. In this case it reads the selector of the original call. After that, if the same request has
been invoked before the current message, it gives a warning signal and converts the message (by invoking
the fire method) back to its original form. It is then executed by the dispatch filter.

SecMail:

document.secureFilter;
execute: Dispatch = { true=> {inner.*, mail.*}};

Here, secureFilter is the name of the filter defined at the interface of the internal mail object document. All
the received messages first have to pass through this filter. If they succeed (which means the security-level
of clients are accepted) then they are forwarded further and checked by the other filters implementing the
views.

SyViewMail:

queue: Wait = {locked => unlock, unlocked => *};
execute: Dispatch = {true=> {inner.*, mail.*}};

If a message is accepted by a wait filter, then it is forwarded to the
next filter. Otherwise it is queued until the message can be accepted.

DyViewMail:

select: Dispatch = {videoType=> videoPr.send, asciiType=> ascii.send,
                    imageType=> imagePr.send,
                    true ~> send;
execute: Dispatch = {true=> {inner.*, mail.*}};

3.3. EVALUATION OF THE COMPOSITION-FILTERS APPROACH



If the filters are statically attached, then the composition-filters implementation of the scenario performs as
good as the ideal case. If a filter implementation is considered equivalent to a method implementation, then
the complete scenario can be implemented using 33 methods. However, if the intention is to dynamically
reconfigure objects, then 3 additional methods must be defined to put, get and configure the internal
objects.

Are all the problems then solved? Filters only provide aspect definition and weaving at the language level.
There are, however, many design level concerns. For example, one may define alternative implementations
for the same scenario. In some cases, it may be desired to change the order of view enforcement, and in
another case, this could result in unnecessary overhead. All these concerns can be explicitly programmed,
but this will make software hard to maintain. Therefore, it would be better to define design-level aspects
and design- level weaving processes.

Important characteristics of design level aspects is that mostly they are based on uncertain factors, they are
conflicting, context-dependent and non-deterministic. Therefore, new aspect definition and weaving
mechanisms must be defined. Currently, we are experimenting with design level aspects and context-
dependent fuzzy design rules. The workshop 10 of ECOOP'97 is somewhat devoted to aspect-oriented
design.

4.  Conclusions

Aspect-oriented programming must be considered in a broader context. The structure of a software system
has to be based on the results of Requirement Specification and Domain Analysis phases. Ideally, aspects
and aspect weaving process have to be derived from the canonical models of solution techniques.
Architecture definition and design phases have to deal with conflicting and ambiguous aspects.

Generally, implementation phase is based on unambiguous and context free solutions.

From the perspective of adaptability and reusability, the conventional object-oriented model performs
unsatisfactorily. Especially, multiple views, synchronization and conditionally changes behavior cannot be
implemented well. Inheritance based solutions perform better, but however, they cannot implement
dynamically changing behavior. The conventional object-oriented model requires 3 to 5 times more method
implementations than the ideal case. The composition-filters model provides almost an ideal solution.
However, the composition-filters model is not capable of expressing aspects and weaving process at the
design-level. Therefore, new techniques must be defined for design-level aspects and aspect weaving
processes.
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1 Introduction

The object-oriented paradigm constitutes a major advance in software engineering. Some of its main
contributions include
• improvement of understandability and better management of complexity: According to some

theories in cognitive science, humans organize knowledge into sets of interrelated concepts (which
are modeled as semantic nets or frames [Min75]). Since concepts can be modeled as objects quite
adequately, the object-oriented paradigm allows us to build "natural" and better understandable
models. Furthermore, encapsulation results in hiding unnecessary detail (i.e. it supports abstraction).
Last but not least, objects can be organized into inheritance and containment hierarchies which
capture the relationships between the corresponding concepts (see [Col95] for a detailed discussion
of the interrelations between objects and cognitive psychology).

• extensibility, adaptability, and reusability:  Inheritance and overriding allow us to extend and
modify objects. Polymorphism enables providing alternative implementations of components.

• maintainability:  Encapsulation helps to reduce coupling and polymorphism allows us to avoid error-
prone type switches.

A recent shift in the object-oriented community is the focus on developing reusable solutions for families
of applications instead of developing single applications from scratch. Class libraries providing sets of
classes to be reused in a larger application are being evolved into frameworks which allow us to reuse
their components, flow of control, and the overall application structure. Additionally, frameworks
provide sets of alternative components in order to allow for axes of variation (i.e. hot spots [Pre95]).

Our position is that there are a number of issues concerning the development of reusable models for
application families (including frameworks) which have not yet been adequately addressed within the
object-oriented community:
• systematic modeling approach for application families (until now, only inductive approaches have

been proposed, e.g. patterns [GJHV95], evolution of frameworks [RJ96])
• adequate decomposition and specification of domain concepts
• management of the additional complexity resulting from the family-orientedness of the

development
• avoiding efficiency penalties for improved understandability, adaptability, reusability, and

maintainability of the design
In the remaining sections, we will explain these points and propose Generative Programming as a new
software engineering paradigm which addresses these issues. We will also discuss the relationship of
Generative Programming to Aspect-Oriented Programming and other generative approaches.

2 Domain Engineering: A Paradigm Oriented Towards the Development of Application Families

Domain Engineering (DE) is about the systematic development of a domain model (Domain Analysis,
abbr. DA) and its implementation (Domain Implementation). A domain model is the representation of
common and variant aspects of a number of representative systems of a domain and the rationale for
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variations [WISR8]. Examples of DA and DE methodologies are ODM [SCK+96], FODA [Kan+90],
DARE [FPF95], and DSSA [TTC95]. A typical DA process involves
• scoping the domain of interest: The scoping process involves business goals, stakeholders, and

setting (i.e. legacy systems and standards, existing domains, etc.).
• modeling the domain concepts, their defining features and typical feature variations: whereby a

feature is a statement or assertion about a concept or a set of concepts ( [SCK+96]).
DA provides a systematic methodology for the development of frameworks. More work on the
integration of existing DA and OOA/D methodologies is needed.

3 Capturing the Domain

A domain is defined as an area of knowledge or activity characterized by a set of concepts and
terminology understood by practitioners in that area [UML1.0], i.e. an area of expertise. Knowledge
engineering, expert systems, and DA are all concerned with capturing expertise, i.e. modeling a domain.
The focus of DA is on capturing expertise for building certain classes of software systems. The kinds of
knowledge contained in a domain include the following:
• decision knowledge (i.e. competence knowledge): knowledge defining the domain. Any domain has

a decision procedure which utilizes the decision knowledge (e.g. a set of rules) and defines what is
included in the domain and what is not.

• operational knowledge: knowledge defining the base concepts and aspects (which are partial
specifications of concepts; see Section 4.2.1) of the domain.

• configuration knowledge: knowledge defining which combinations of concepts and aspects are valid
and which aspects imply other default aspects in a given configuration. This type of knowledge can
be represented as a set of configuration rules.

• design knowledge: We distinguish between
• simple design rationale: configuration rules with conflict resolution (e.g. priorities)
• design history (derivation history): full mapping between the end-user requirements and

the system in form of a series of intermediate designs obtained by applying sets of formal
transforms including the record of the used transforms.

• advanced expertise: knowledge involving heuristics, fuzzy reasoning, and several levels of
metaknowledge.

A domain model can be classified according to the kind of knowledge it contains. Typical object-
oriented frameworks model the operational knowledge (in form of base-level classes). They might also
contain some configuration knowledge which is often represented implicitly in some methods. In some
cases, the configuration knowledge is represented more explicitly in specially designated
metacomponents. Examples of approaches capturing other types of knowledge than operational
knowledge are found in Table 1.

4 Problem Decomposition

4.1 Problem Solving

Any software development activity can be thought of as a problem-solving activity. A general problem-
solving strategy is problem reduction: Decompose a larger problem into a set of smaller problems and
solve the larger problem by solving the smaller problems.1 The resulting solution has a layered structure
resembling the solving process. The structure of each layer is transformed according to the available
knowledge which is reused. The structure need not be refined hierarchically over the layers: Concepts
can be merged, the structure of one concept can be imposed on a number of other concepts.2

                                                       
1 Problem reduction may be a purely constructive process, so the term "decomposition" might seem to be inadequate;

however, it is a well established term and it will be used in the rest of the paper.

2 Apparently, one of the main ideas of AOP [KIL+96] is to specify concepts at the higher level instead of specifying the
resulting merged concepts.
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4.2 A Pragmatic View of Decomposition

4.2.1 Concerns and Aspects

Inspired by the work of [HL95], [Aks96], [KIL+96], and [SCK+96], we propose the notions of
concerns and aspects to be used in the context of software decomposition. We define them as follows:
1. A concern is a domain used as a decomposition criterion for a system or another domain with that

concern. Concerns can be used during analysis, design, implementation, and refactoring.3

2. An aspect is a partial specification of a concept or a set of concepts with respect to a concern.

4.2.2 Quality of Concerns

As stated, any domain contains a decision procedure which defines what is included in the domain and
what is not. This decision procedure enables use of a concern in decomposition. The concerns used in
decomposition should yield aspects which are
• loosely coupled,
• (nearly) orthogonal, and
• highly declarative.

4.2.3 How Are Concerns Discovered?

There are many types of decomposition currently used in software development. Some of them include
functional decomposition, decomposition based on data structures, separation of interface and
implementation, separation of implementation and policy, and separation of responsibilities. There are
concerns corresponding to well-established domains, e.g. computational domains, such as
synchronization, error detection and handling, communication, etc. Some domains define their own sets
of concerns, e.g. application development (model, view, and controller). DA methods provide a
systematic way of discovering adequate concerns by studying feature variations within a domain and
performing an explicit feature-clustering step aimed at maximizing the orthogonality between the
resulting features. The results of this procedure could be captured in systems of concerns which are
typical for given domains. Such systems of concerns would also define the rationale for each of its
concerns.

4.2.4 Properties of Aspects

Aspects, by definition, may have different scopes, i.e. they may refer to one concept or to a set of
concepts. Aspects themselves may also be complex concepts having their own aspects.
The notions of an aspect and an aspect specification language correspond to the notions of a feature and
a feature model in ODM [SCK+96], respectively.
An important issue is the coordination mechanism which is used to define the structural relationships
between the aspects. Examples of such mechanisms are displayed in Table 1. More research on effective
coordination mechanisms is needed.

4.3 Semantics of Decomposition

The structural relationships between (partial) specifications of concepts are studied in the field of
algebraic specifications (e.g. see [LEW96]). In the algebraic view, specifications are theories (i.e. sets
of logical formulas) using vocabularies defined by signatures. A signature consists of a set of sorts (i.e.
symbols denoting sets) and of a set of operations (i.e. symbols denoting functions). For example, the
sorts of a stack specification may include the symbols stack  and item  and the operations may
include the operation name Push  and its arity stack × item → stack . An algebra assigns
concrete sets to sorts and functions to operations. An algebraic specification denotes classes of
algebras. Classes of algebras are called Abstract Data Types (ADT) and can be used to represent
domain concepts. As stated, a specification of an ADT is a set of formulas expressed in terms of the
vocabulary defined by its signature. The formulas are well-formed formulas of some logical framework,
e.g. equational logic (in which case they are universally quantified equations, e.g.
Pop(Push(anElem, aStack)) = aStack ).

                                                       
3 Thanks to the participants of the WISR 8 session on "Object Technology, Domain Analysis, and Architecture – What's the

connection? – Is there a connection?" for helping to refine the initial version of this definition.
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Structural relationships between specifications of concepts (in our case ADTs, i.e. classes of algebras)
can be represented as specification morphisms. A specification morphism between a source and a target
specification is defined as a signature morphism (i.e. a mapping between the sorts and operation of the
source and target signatures) which, if used to translate formulas, ensures that the translated theorems
of the source specification are theorems of the target specification. Or in other words, the ADT specified
by the source specification can be obtained from the ADT specified by the target specification by
"forgetting" some of the structure of the latter ADT.

Examples of structural relationships between specifications are interpretations and refinements
[Smi96]. Interpretations define the structural correspondence between a reusable problem specification
and the specification of a problem at hand (e.g. interpretation relationship I  in Figure 1). Refinements
define relationships between the reusable problem specifications and their reusable solutions (e.g.
refinement relationship R in Figure 1). Both types of relationships are defined in terms of specification
morphisms.
As an example (adopted from [Smi96]), we consider the problem of sorting a list of numbers. The

algebraic specification of this problem will be called SortingProblemSpec . The problem can be
solved by applying divide and conquer problem solving strategy (the resulting solution is the Quicksort
algorithm; see [Smi96] for details). Suppose that a GeneralProblemSpec  and its corresponding
Divide&ConquerSolution  are stored in a library. It is interesting to note that the refinement
relationship R (see Figure 1) implies that GeneralProblemSpec  is a generic parameter of
Divide&ConquerSolution . You can reuse this problem-solution pair by identifying the
correspondence between the symbols in SortingProblemSpec  and GeneralProblemSpec .
This step defines the interpretation relationship I . A specification which structurally satisfies both
SortingProblemSpec  and Divide&ConquerSolution  can be computed automatically (the
resulting specification is referred to as the pushout of the commuting diagram). An example of a tool
performing such compositions is SPECWARE [SJ95].
As demonstrated in [Smi96], refinements and interpretations allow us to create a refinement hierarchy of
standard problem formulations as well as their solutions and to utilize this reusable knowledge for a
constructive and iterative decomposition of new problems.

From the presented discussion, we conclude that the algebraic approach to specification promotes the
modeling of a software system as a set of structurally-related partial specifications. Each partial
specification can deploy its own vocabulary, i.e. signature, and the correspondence between the
vocabularies is defined by signature morphisms. The differences between the specification languages
used to specify each aspect need not be at the syntactic level only: The specification languages can

   ?
Sorting
Problem
Solution

refinement
interpretation

R

I

Sorting
Problem
Spec

Divide&
Conquer
Solution

General
Problem
Spec

Figure 1: Relationships between the specifi-
cation of the sorting example
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deploy different logical frameworks whereby the foundation for the integration of different logical
frameworks is given by theory of institutions [GB84].4

5 Generative Programming

Generative Programming (GP) is a new paradigm merging domain engineering and object-oriented
techniques. The goals of GP are
• increasing reusability and adaptability,
• improving control of complexity,
• managing a large number of variants, and
• increasing efficiency (space and execution time).
These goals are achieved by applying a number of fundamental principles:
• Separation of concerns: The discussion in Section 4.2 applies.
• Opening the model implementation: Each component provides access to its implementation

strategies as aspects.
• Providing alternative aspects for a concern: An aspect is a component implementing a concern of

another component. Relevant concerns of a component are modeled as its parameters.
• Propagation of aspects: Aspects can be passed from one component to another. Aspects can be

propagated from containers to their parts and from parts to their containers. Propagation of aspects
extends their scope to a set of components. It reduces redundancy and facilitates global domain-
specific optimizations.

• Hiding complexity using layering and configuration rules: Components have some external
aspects (features) and a usually larger number of internal aspects. The internal aspects can be
derived automatically from the external aspects using configuration rules. Configuration rules are
also used to express constraints (i.e. defining which configurations are valid and which are not).

• Zero-overhead rule: Overhead in the final product has to be avoided. Domain-specific and general-
purpose optimization techniques are used in order to avoid efficiency penalties for good design. The
time of binding can be controlled, so static binding is used instead of dynamic binding, if sufficient.

The main means of composition are type parameterization and delegation. The work of the first two
authors has demonstrated that most of the GP concepts can be efficiently implemented in C++ using
template metaprogramming techniques (some of these techniques are presented in [Eis97], other will be
discussed in an upcoming paper).

6 Classification of Generative Approaches

An incomplete and tentative classification of a selection of approaches addressing the problems listed in
Section 1 is shown in Table 1. The progress in DE technology is depicted in Figure 2.

7 Future Directions

We identify four major directions for future research:
• work on integrating the processes and work products of DA and OOA/D,
• work on coordination mechanisms,
• work on codifying systems of concerns,
• work on principles for building generators,
and the long-term goal:
• design maintenance systems.

Topics of Interest

• Discussion of the proposed terminology
• Refinement of the presented classification of approaches

                                                       
4 The theory of algebraic specification can be seen as the "correspondence calculus" sought after in [KIL+96, p. 7]. The

"correspondence calculus" was suggested as a formal basis for the study of structural relationships between aspects.
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Table 1: Classification of approaches

approach configura-
tion time

kind of design
knowledge

kind of optimi-
zation

concerns coordination
mechanism

Aspect-Oriented
Programming
[KIL+96]

static ?? local and global
static optimiza-
tions

any any

Demeter [Lie96] static constraints inlining, ?? class structure and
algorithms

succinct graph
specifications

Subject-
Oriented
Programming
[HO93],
[OKH+95]

static and
dynamic

constraints, con-
figuration rules
(composition
rules)

?? any
(modeled as sub-
jects, i.e. a possi-
bly incomplete
OO programs)

object identity and
composition rules

Composition
Filters [ATB97]

dynamic configuration
knowledge in
form of condition
methods and
filter specifica-
tions

none interface, imple-
mentation, mes-
sage dispatch,
synchronization,
real-time con-
straints, atomic
transactions, error
detection

messages sent and
received

metaobject pro-
tocols
(e.g. [Chi95])

dynamic (and
static)

not specified local and (gobal
??) static and
dynamic optimi-
zations

any any

GenVoca
[Bat96],
[BG96], [BO92]

static constraints, con-
figuration rules

local and global
static optimiza-
tions

components cor-
responding to any
concerns

parameterization

Generative
Programming

static &
dynamic

constraints, con-
figuration rules

local and global,
static and dy-
namic optimiza-
tions

any
(a systems of con-
cerns for objects
has been defined)

type parameteriza-
tion (static) and
delegation
(dynamic)

Intentional
Programming
[Sim96],
[Sim95]

static &
dynamic

partial design
history

local and global,
static and
(dynamic ??)
optimizations

any any

Specware [SJ95] static partial design
history

local and global
static optimiza-
tions

any specification mor-
phisms
(interpretations
and refinements)

Design
Maintenance
System [Bax92]

static &
dynamic

design history local and global
static and
(dynamic ??)
optimizations

any any

Figure 2: Spectrum of Domain Engineering technologies
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design history
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??
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progress
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1. Introduction

Looking at today's software engineering, the major abstraction technique is to divide
systems into code units that are about a particular encapsulated ‘issue’ of the system,
such that changes to a particular unit do not propagate through the entire system.
However, this is only applicable as long as all the ‘issues’ of the system can indeed be
classified in units. And that’s exactly where the shoe pinches. Some issues — called
aspects — are system wide and cannot be put into a single unit. As a consequence,
every piece of code that deals with these aspects is cluttered with them. Changing a
property of an aspect requires one to rewrite all the code that deals with it. This
problem is avoided if only we could program these aspects separately and afterwards
weave them together with an ‘aspect weaver’. The activity of doing this is called
aspect-oriented programming. In AOP, we separate the functional code of a system
from all the additional aspects that surround it. But what exactly is an aspect and what
power can one expect from the weaver ? The position of this paper is that much can be
learned both about aspects and the aspect weaver if we think of the functional code as a
monadic style program and we couch the different aspects into monads. The weaver
then becomes a lifter to transform programs through different monads.

2. Monads

Monads come from category theory and were introduced in computer science by
Moggi [6], but we had to wait for Wadler’s popularization [8] for monads to become
widely used and for a ‘monad technology’ to arise. Originally, monads were introduced
to solve the modularity problem of denotational semantics but nowadays they are
heavily used to solve more technical issues such as the IO problem of functional
programs. This problem is due to the fact that IO operators are actually side-effects
(e.g. ‘write’ is a side effect on the screen) and thus complety demolish referential
transparancy. For many years, this was a major obstacle to write functional applications
with interactive IO. Functional programs were usually batch programs and IO was
treated in a stepmotherly fashion precisely because the IO ‘aspect’ was all around and
was considered a technical burden that completely ruined the beauty of a program.
Until people learned how to encapsulate this system-wide aspect in a monad!
Another problem were in-place array operations. When a functional program uses
arrays, conceptually these arrays have to be copied each time a position in the array is
assigned. Indeed, assignment in arrays has to be modelled as a function and can
therefore not have side effects. But of course, copying an array each time it is assigned
yields hopelessly inefficient programs. Again, the problem was solved by putting the
updatable array in a monad. Monadic programs that use the array can only access (and
assign) it through so called monadic operations. This way, arrays are treated in a
completely referential transparant way, but inside the monad, the operation can be
safely programmed in a destructive way.

A monad is most effectively described as a computation that eventually returns a value.
Monadic programming then consist of gluing together computations with an operator
called 'bind' (denoted by *). Each monad defines such a * and * is allowed to see the
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internal details of the monad. On top of this, there is an operation unit to inject any
value into a zero computation that does nothing but returning the value:

c x = ... /* c x denotes the type of computations
   that will return a value of type x */

* : c x -> ( x -> c y) -> c y
/* glues together c x and c y parametrised
   by the value of c x (i.e. x -> c y)
   into c y */

unit : x -> c x

Hence, unit injects any value into a zero computation. * glues together a computation
c1 of type c x  and a computation c2 of type c y  that is parametrised by the value of
c1, into a resulting computation c3. When we run c3, the effect will be to run c1, and
then run c2 thereby passing the value of c1 to c2. Although not part of the categorial
definition of a monad, functional programmers provide a third operation called run.
run actually runs the computation of type c x  thereby returning its value (of type x).
Of course all additional information about the computation will then be lost.

run : c x -> x

3. Monad Operations & Monadic Programming

Now that we now what a monad is, we have to discuss how monadic programs are
written. Any monadic style program contains two kinds of code: code that does not
depend on the details of the underlying monad and code that does depend on the details
of the particular monad at hand.
• The easiest code is the one that is independent of a particular monad. This code
manipulates values by applying operations onto values. It does not depend on the
nature of the computations that produced those values. Here is the general strategy:
suppose we write a monadic program that calls n monadic programs pi, that each
produce a value vi. The effect of our monadic program is to apply a function f onto the
values that will be produced by the computations. Of course, the result of applying f
must be a computation again so that we have to unit it:

p1 * (λv1. p2 * (λv2. .... pn * (λvn . unit(f(v1, ..., vn))) ...)

This pattern occurs so frequently that modern functional languages like Gofer [2]
provide a special syntax for it:

do { v1 <- p1; v2 <- p2; ...; vn <- pn} result{ f(v1,...,vn) }

• The second kind of code fragments are those that depend on the nature of the
underlying monad. Surely these fragments will exist for otherwise it would not be very
useful to write monadic programs after all. In order to access the interal information of
the monad, we need monad operations. These are extra operations (besides unit and *)
that are added to a particular monad. Any code that uses such an operation admits that
it can only be executed in a monad that strong. Let us for example consider a very
simple tracing monad, in which every computation takes a stream (onto which tracing
happens) and returns a value and a resulting stream

c x = Stream -> (x,Stream) /* (a,b) means a x b */
unit x = λstr . (x,str)
cmp * f = λstr . let (x,str’) = cmp str

   in f x str’

The computations of the monad return values thereby transforming a stream into a
possibly modified stream. In order to get something onto the stream that is passed
around by the computations, we need a monad operation write:

write : String -> m void
write s = λstr . (void,append str s)



- 3 -

The write operation takes a string. It returns a computation that takes an output stream
and adds the string to it. Of course, code that has nothing to do with tracing, does not
have to know about write.

4. Monads and Aspect Oriented Programming

The resemblances between MP and AOP are really remarkable:
1) Both monadic style programs and aspect-oriented programs give us the same feeling
about writing 'layered' code . The top layer consist of the 'functional layer', that is the
'actual code of the program'. The other layers are the aspects (or different monads) that
help the actual code to accomplish its task. Join points (AOP terminology) allow
different aspects to meet each other. In a monadic program the join points are those
functions that acces information of (a) monad(s).
2) Both monads and aspects have system wide repercussions . When 'expanding' a
functional monadic program (i.e. throwing away all the unit's and *'s) we get code
that is completely tangled with 'global information'. In functional programs, this
technical cluttering might consist of system wide state (i.e. assignable memory) or IO
streams that enter and leave every function,  exception handling and so on. This is
precisely the phenomenon described by the AOP papers, in which the 'global
information' is called systemic information.
3) Both MP and AOP endorse the viewpoint that the compiler's job is integration rather
than inspiration. Just like AOP, MP forces a programmer to separate the different
'aspects' into different monads himself. When all monads are described and the
interactions between them [4] is known, they can fairly easily be integrated. It is not a
compiler's job to define or extract the monads.

Of course, the only way to test wether monads can really serve as a theoretical basis for
AOP is to try to formulate a few AOP instances in monadic style. To this extent, we
have implemented a small monadic OOPL in Scheme. We have used the macro
facilities of Scheme to implement the following syntactic constructs:

(class parent . declarations)

(var name value)

(Omethod name fargs . body)      -- definition of ordinary method
(Obegin . lst)                   -- body of ordinary method
(Oself)                          -- self reference
(Osuper)                         -- parent reference
(O! name value)                  -- assignment
(O? name)                        -- variable referencing
(O: receiver name . aargs)       -- message passing

(Mmethod name fargs . body)      -- definition or a monadic method
(Mbegin . lst)
(Mself)
(Msuper)
(M! name value)
(M? name)
(M: receiver name . aargs)

A class consist of a parent class and a list of declarations. Each declaration is either an
instance variable or a method. Methods can be ordinary or monadic. Within an
ordinary method, all instructions must be ordinary. Within a monadic method,
everything must be monadic. The reason why we distinguish between ordinary and
monadic methods is that, in our work, we wanted to study the interactions between
monadic code and non-monadic code. This is not really relevant for this paper. Just
keep in mind that the monadic code denotes 'monadic objects', i.e. objects that have
been injected in a monad using unit. The monadic constructions have the same
semantics as the ordinary constructions, except that the values have become
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computations and that, in the implementation of the language, these computations are
bound together using *. When a monadic method calls a monadic method, the
associated computations are bound together. When a monadic method calls an ordinary
method, the ordinary method is executed and the result is returned after unit'ing it.
When an ordinary method calls a monadic method the monadic method is 'run'.

The following example is a number class built on top of Scheme numbers:

(define numberç
  (class rootç
    (var val 0)
    (var tmp '())
    (Omethod ! (i) (O! val i))
    (Omethod ? ()  (O? val))
    (Omethod + (i) (Obegin (O! tmp (numberç 'new))
                           (O: (O? tmp) ! (+ (O? val) (O: i ?)))
                           (O? tmp)))
    (Omethod - (i) (Obegin (O! tmp (numberç 'new))
                           (O: (O? tmp) ! (- (O? val) (O: i ?)))
                           (O? tmp)))
    (Omethod == (i) (Obegin (if (= (O? val) (O: i ?))
                           true
                           false)))
    (Mmethod fib ()
      (Mbegin
        (M: (M: (Mself) == (unit (num 0)))
          MifTrueIfFalse
           (Mblock0 (unit (num 1)))
           (Mblock0 (M: (M: (Mself) == (unit (num 1)))
                      MifTrueIfFalse
                       (Mblock (unit (num 1)))
                       (Mblock (M: (M: (M: (Mself) - (unit (num 1))) fib)
                                  +
                                   (M: (M: (Mself) - (unit (num 2))) fib)
     ))))))))
))

(define (num number)
  (define i (numberç 'new))
  (O: i ! number)
  i)

The focus of our experiments was the fib monadic method. It is invoked by evaluating

(run (M: (unit (num 8)) fib))

By executing this method in the identity monad, we get a normal Fibonacci method1.
The identity monad looks as follows. Its computations simply are values.

(define (unit x) x)
(define (bind x n f)
  (f x))
(define (run x) x)

The following experiment shows how unit and bind can be used to make the
Fibonacci method more efficient. As everyone knows, fib is a tree recursive algorithm

1Notice that we slightly changed the definition of bind. Besides a computation (x) and a computation
(f)  parametrised by the value of the first computation, bind is paramtrised with the name (n) of the
message for which bind was used. This way, we have a finer grained control over how the monad is
used by the program. From this perspective, bind can be regarded as a very abstract notion of a MOP
since it can intercept messages from the 'base level program'.
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that does most work twice. This can be optimised by caching the computed Fibonacci
numbers (a technique called memoizing):

(define **fiblist** '())

(define (unit x) x)

(define (bind x n f)
 (if (equal? n 'fib)
   (let ((aFib (assq (O: x ?) **fiblist**)))
    (if aFib
     (cdr aFib)
     (begin
       (set! aFib (f x))
       (set! **fiblist** (cons (cons (O: x ?) aFib) **fiblist**))
       aFib)))
   (f x)))

(define (run x) x)

In this variant of the state monad, we use the name of the message to intercept calls to
fib. We then look up the receiver in a list of (n,fib(n)) pairs. When it is already in the
list, we simply return its associated Fibonacci number. Otherwise, we actually perform
the computation and store its result in the list for later usage.

The final experiment consists of allowing both branches of the Fibonacci recursion tree
to be computed in parallel. We therefore use the special form (future ...)  which
starts the (Scheme) computation ... in parallel with the rest of the computation. Only
when its value is needed, the interpreter will wait for the parallel computation to be
finished. Here are the implementations of unit, bind and run:

(define (unit x) x)

(define (bind x n f)
  (future (f x)))

(define (run x) x)

Gluing together x and f now consists of returning (f x) but allowing the interpreter to
compute this in parallel with the remainder of the computation (which is the monadic
method whose implementation called bind in the first place).

The above experiments strongly indicate that monadic style programs and AOP have a
lot in common. By using another monad, we get system-wide changes. Furthermore,
our code only contains the functional aspects of a normal Fibonacci implementation as
taught in high school. Both the caching and parallellism aspects can be put in a monad
without cluttering up the code. An argument in favour of monads is that our
implementation uses Scheme which is rather close to denotational semantics. Another
argument is that only very recently, monads have been used to split objects into several
'features' using a method quite different from ours [7]. In this work, objects have
features (aspects?) and adding more features is done by using a richer monad. As such,
our experiments and those of Prehofer [7] indicate that the monad concept might be a
very good candidate to give formal semantics to aspect-oriented programming
languages. This can in its turn improve our understanding of AOP.

As can be seen from our experiments, bind is certainly a major join-point of the code.
As a matter of fact, we didn't use any monad operations at all. Hence, a natural reaction
would be to separate every aspect in a single monad and combining their bind's into a
single bind to be used by the monadic program. Unfortunately, monads do not
compose[3]. If we have a monad c x  and a monad c’ x , c(c’ x)  is not necessarily a
monad. The problem is that in general, it is not possible to implement bind for c(c’
x) solely in terms of unit and bind of c and c’.
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However, monads do transform using so called monad transformers. A monad
transformer is a monad t parametrised by another monad m. Programming unit and
bind for a monad transformer is exactly the same as programming them for a monad,
except that one can use the unit and bind of the monad m with which the transformer
is parametrised. For an extensive discussion of the technicalities concerning (the
relatively new) monad transformer technology, we refer to [4] and [1].

5. Conclusions and Future Research

The experiments described in this short paper illustrate a very strong simularity
between AOP and MP. Of course, much more research needs to be done to completely
understand that relation. At the time of writing, the status of our work at least raises the
following questions:
• What is the relation between our approach to AOP and Prehofer's feature oriented
programming ?
• How can monads (and the experience with monads in the functional community) be
of any help to identify aspects in a program or in a problem statement ?
• Much of the monad technology used in functional programming involves the
implementation of visitors (the simplest example being an evaluator). What is the
relation with Adaptive Programming [5] as described by Lieberherr ?
• As already indicated in the text, our version of bind is slightly more general than the
conventional one because it is extra parametrised by the name of a message. This
formulation of monads immediatly raises the question what the relation is between
monads and meta-object protocols. As described by the AOP papers, the latter is
strongly related to AOP.
• At first sight, monads seem to be able to capture a variety of completely different
aspects and it seems to be a very interesting research question to see just how far we
can take this.
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Abstract

The aim of this paper is to introduce our research into
the problem of providing support for di�erent elements of
distributed computing, such as distribution and synchro-
nisation, and how this relates to Aspect-Oriented Pro-
gramming. Our previous research has provided support
for individual features of distributed computing, typically
by extending the de�nition of some existing programming
language in an `ad-hoc'manner. Later, we developed a
compiled, re
ective language in order to provide a more
structured approach to extending a language for support-
ing distributed computing. This language provides sup-
port for implementing di�erent features of distributed ap-
plications using meta-object classes and meta-level pro-
gramming. However, the question arises as to how we can
combine a number of meta-object classes (and the fea-
tures they represent) to create a single application. We
are also interested in providing the application program-
mer with programming language facilities to specify the
di�erent distributed computing requirements of an appli-
cation in a more modular fashion. Given these separate
speci�cations, a technique is needed for combining them
into a working application. Our approach to this prob-
lem is a `bottom-up' one. By investigating how meta-level
classes can be combined, we hope to develop a framework
which can be used to support the combination of di�erent
features of an application.

1 Introduction

The object-oriented programming paradigm provides a
number of concepts with which to structure software sys-
tems. One of the cornerstones of the object-oriented pro-
gramming paradigm is the ability to reuse program code
through the use of inheritance. However, in practice, this
is not always possible.

�Author's address: Department of Computer Science, Dublin

Institute of Technology. mailto:John.Dempsey@cs.tcd.ie
yhttp://www.dsg.cs.tcd.ie/

Consider, for example, the problem of implementing
synchronization between concurrent objects. The appli-
cation program will usually consist of a number of classes
representing objects from the problem domain. In order
to synchronize the activities of these objects to ensure
consistency, a synchronization policy must be selected
and implemented. For example, a multiple readers/single
writer policy might be selected. This policy would al-
low multiple concurrent read operations on an object to
execute if there are no write operations being executed;
similarly, a write operation would be allowed only if there
are no other operations being executed.

In the context of the object-oriented programming
paradigm, it is di�cult to implement this policy indepen-
dently of objects whose activity is being synchronized.
In other words, the code needed to implement the syn-
chronization policy must be embedded into the de�ni-
tion of the objects whose activity is being synchronized.
This problem has been referred to as the \tangling of
aspects"[12]. It arises from trying to specify di�erent as-
pects of the system using a programming paradigm that
cannot express those aspects as separate entities.

This position paper presents our approach to this prob-
lem, based on the experience of the Distributed Systems
Group. Section 2 presents a number of examples of us-
ing ad-hoc extensions to some programming language in
order to support di�erent features of distributed comput-
ing. Section 3 discusses how we have used re
ection to
provide more structured programming language support
for distributed computing. Finally, Section 4 presents our
current research and our approach to the above problem.

2 Previous Research

Within the Distributed Systems Group, there have been
a number of research projects which have provided sup-
port for di�erent non-functional elements of distributed
application, such as persistence, distribution and synchro-
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#include <amadeus.h>

permclass Int

{

int i = 0;

public:

global int read() const;

global void write( int );

};

Figure 1: Persistence and Distribution in C**

nization1. One of the aims of this research was to provide
such support independently of the applications that use
it.

This section reviews some examples of how we have
extended existing programming languages to support the
implementation of di�erent elements of distributed com-
puting. The conclusions that we have drawn from this
research are presented at the end of this section.

Amadeus and C**

Amadeus[4] was a language-independent platform pro-
viding support for programming distributed and persis-
tent object-oriented applications. Amadeus provides a
Generic Runtime (GRT) which supports distributed and
persistent objects. To use the services provided by the
Amadeus GRT, programs must be written in any object-
oriented programming language, for which a Language

Speci�c Runtime (LSR) exists. One such language was
C**[8], an extended version of C++. Persistence and
distribution are provided in C** by the use of keywords,
as illustrated in Figure 1. Persistent classes are declared
with the keyword permclass. Distribution is achieved by
marking operations with the keyword global.

By the introduction of these keywords, the application
programmer can implement class de�nitions without hav-
ing to implement the persistent and distributed elements
of those class de�nitions. The C** compiler can generate
the code required to support persistence and distribution
and embed this code in an application as required. This
is done transparently with respect to the application pro-
grammer. The implementation of the persistent and dis-
tributed elements of applications became the concern of
the systems programmer implementing the C** compiler.

Generic Synchronization Policies

The same approach of extending the syntax of an exist-
ing programming language was used to provide language

1To distinguish between the functional elements and non-

functional elements of a problem, consider the following example.

The functional elements of an electronic mail system includes the

sending and receiving of mail, whereas its non-functional elements

includes the synchronization of accesses to mail �les.

class Buffer[ Elem, size ]

{

int getIndex, putIndex;

Elem data[ size ];

Buffer() { ... }

put(...) { ... }

get(...) { ... }

synchronization

#define num term( put ) - term( get )

put: exec( put ) = 0 and num < size;

get: exec( get ) = 0 and num > 0;

}

Figure 2: Separation of synchronization code in Esp

support for generic synchronization policies in a concur-
rent object-oriented programming language, Esp[15]. For
example, the implementation of a bounded bu�er in Esp

is shown in Figure 2. Here the functional part of the
bounded bu�er class, getting and putting objects in a
bu�er, is separated from the synchronization code. The
synchronization code is speci�ed as a set of constraints
on the invocation of each method. For example, in Fig-
ure 2, the constraint on the get method speci�es that
there should be no other get operation currently execut-
ing and that the number of terminated put operations
should exceed the number of terminated get operations,
that is, there should be something in the bu�er.
To facilitate the reuse of synchronization code, the con-

cept of generic synchronization policies (GSPs) was in-
troduced. An example of a GSP for a bounded bu�er is
shown in Figure 3. Here the GSP is speci�ed as a tem-
plate which can be instantiated by di�erent classes. In
the example, the GSP BBuf takes three parameters: a
list of operators for putting items into a bu�er, a list of
operators for retrieving items from the bu�er, and a con-
structor method. These parameters are instantiated by
any class that selects this GSP.

This example illustrates how the implementation of the
synchronization elements of a system can be separated
from the rest of the system. The synchronization ele-
ments are implemented using language constructs tailored
for that purpose. The application programmer can im-
plement the functional elements and the synchronization
elements of distributed applications separately, without
having to worry about how these elements will be joined
together to produce an executable program. The combi-
nation of these two elements is the responsibility of the
systems programmer implementing the compiler.

Distributed Shared Objects

The same approach of extending the de�nition of a pro-
gramming language was also used to support the imple-
mentation of shared objects in distributed systems[10].
Here, the application programmer can indicate that

2



class Buffer[ Elem, size ]

{

int getIndex, putIndex;

Elem data[ size ];

Buffer() { ... }

put(...) { ... }

get(...) { ... }

synchronization

BBuf[ <put> <get> <Buffer> ]

}

policy BBuf[ putOps getOps init ]

var size : Int

...

method guardPutOps( ... ) : Boolean

begin

result := exec( putOps ) = 0 and

term( putOps ) - term( getOps )

< size;

end

...

map

...

guard( putOps ) -> guardPutOps

...

Figure 3: Generic synchronization policies

the objects of a class can be shared. In doing so, a
consistency-maintenance class must be selected. This
class speci�es a set of access modes. Each method within
the class is annotated to specify which access mode that
method uses for manipulating the object. A simple exam-
ple (in pseudo-code) is given in Figure 4. In this example,
the class SharedInt selects a consistency-maintenance
class ReadersWriter.
The examples above illustrate how programming lan-

guage support for distributed computing can be provided
by the use of declarative annotations in programs. This
allows the application programmer to avoid having to em-
bed code in applications to implement persistence, distri-
bution, and synchronization.

shared ReadersWriter class SharedInt

{

public:

access_mode( Write ) SharedInt();

access_mode( Write ) SharedInt( int );

access_mode( Read ) int value() const;

access_mode( Write ) void set( int );

private:

int val;

};

Figure 4: Pseudo-code for a shared integer class

All of the research outlined above used the approach of
extending the de�nition of a programming language by
extending its syntax with new constructs This required
the language compiler to be altered, which is not a trivial
task. This is a major disadvantage of this approach.

Transactions in C**

An alternative to extending the syntax of a program-
ming language is change the semantics of existing lan-
guage constructs. This approach was used to implement
a transaction mechanism in C**[20]. This was achieved
by direct manipulation of the virtual function tables used
by C** for dispatching method invocations. By rerout-
ing the entries in these tables, the de�nitions of methods
on an object can be replaced by new method de�nitions.
These new method de�nitions invoke the original methods
within additional blocks of code which would implement
the transaction mechanism.
All of this was transparent to the application program-

mer. However, it did require changes to be made to the
C** compiler in order to change the semantics of method
invocations.

Summary

Each of the systems outlined above required changes to
be made to a programming language compiler in order to
support some element of distributed computing. In iso-
lation, this approach was feasible. However, in general,
it was not feasible to change the compiler in an ad-hoc
manner each time programming language support was to
be provided for some new feature. A more structured
approach was needed, which would support the modi�-
cation and extension of a programming language. This
would facilitate the systems programmer in implementing
extensions to the language in order to provide support for
new features.

3 A role for re
ection

In order to provide such structured support to the systems
programmer, the concepts of re
ection[13] and meta-
object protocols[11] were used. We developed a compiled
and re
ective language called Iguana[7] that allowed an
systems programmer to reify a number of elements of the
underlying object model, including object creation, state
access, and method invocation. By default, in reifying an
element of the object model, a meta-object class, which
de�nes the default semantics for that element, was used.
However, the systems programmer was able to specify
that an alternative meta-object class should be used. This
had the e�ect of altering the semantics of that element
within the underlying object model. Moreover, the appli-
cations programmer could use di�erent rei�ed elements of
the object model for di�erent application (or base-level)
classes and objects.
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protocol ActiveDispatcher

{

local:

reify Dispatcher : MActiveDispatcher;

reify MethodAddress;

reify StateAccess : MLockableAccessor;

}

class MActiveDispatcher : MDispatcher

{

Thread** threads;

...

public:

...

void dispatch( MObject*, MMethod*,

MActFrame* );

};

void MActiveDispatcher::dispatch(

MObject* o, MMethod* m, MActFrame* p )

{

int i = methodAddress->number( m );

threads[ i ]->queue(

new MInvocation( m, p ) );

}

class Server ==> ActiveDispatcher

{

...

};

Figure 5: A re
ective implementation of active objects in
Iguana

As an example of how Iguana can be used to sepa-
rate the di�erent elements of an application, consider the
example illustrated in Figure 5. In this example, the
dispatching of methods is rei�ed for a base-level class
Server, and a meta-object class MActiveDispatcher

is selected. This meta-object class will dispatch each
method invocation in a separate thread, thereby provid-
ing an implementation of active objects.

In this example, all the code required to implement ac-
tive objects can be associated with the meta-object class
MActiveDispatcher. It was not necessary to provide any
extensions to Iguana in order support the implementation
of active objects. Indeed, Iguana can be used to alter the
underlying object model to support other elements of dis-
tributed computing by reifying the appropriate elements
of the language and creating the meta-object classes re-
quired.

Re
ection is an important tool in providing support
for distributed computing and has been used by other re-
searchers. Since most systems programming is done in
compiled languages, we have been most interested in pro-
viding re
ective capabilities in complied languages. There

have been a number of approaches to doing this. One
approach involves applying re
ection to the compilation
process itself[5]. The disadvantage of this approach is
re
ection takes place at compile-time rather than at run-
time. Although, this results in better run-time perfor-
mance, it reduces the run-time 
exibility of the applica-
tion.
Another approach provided re
ective capabilities in

C++ through the manipulation of the virtual-function
tables[18]. This approach required no alteration to the
C++ compiler. However, it only allows the rei�cation of
method invocation. Other elements of the C++ object
model were not rei�ed.
The approach of reifying di�erent aspects of the under-

lying object model, as used in Iguana, has been used in
a number of other systems, including Open C++[6] and
CodA[14]. Open C++ was used to show how atomic ob-
jects could be implemented using re
ection[19]. However,
Iguana provides more comprehensive support for meta-
level programming than these systems by reifying a wider
range of elements on the object model.
By using re
ection, it is easier for a systems program-

mer to make modi�cations to a language so that it can
support such features as synchronization and distribution.
To do this, the systems programmer needs to understand
the structure of the language, its underlying object model
and its meta-object protocol.
However, an important issue arises here. Re
ection can

be used to provide support for di�erent features of dis-
tributed computing by reifying the appropriate concepts
as meta-object classes, and by specializing these classes.
However, what happens when an application program-
mer wants to combine a number of such features in a
single class within a program? Is it possible to combine
meta-object classes together? If so, then how will the
specializations of the various meta-object classes inter-
act with each other? Our current research attempts to
answer these questions.

4 Current Research

Our current research is examining the problem of how
di�erent non-functional features of distributed comput-
ing can be combined with the functional features of an
application in order to produce an executable program.
Current object-oriented programming languages do not
adequately support the composition of software systems
from their constituent elements[9, 16, 1, 2]. We are cur-
rently researching the use of re
ection and meta-level pro-
gramming to support the composition of systems. In ad-
dition, we are examining how this support can be made
adaptable and extensible, so that additional unsupported
features can be added over time.
With this aim in mind, a number of conclusions can be

drawn from the research outlined above:

� The separation of di�erent non-functional elements

4



of distributed computing, such as synchronization
and distribution, from the functional elements of dis-
tributed application results in program code that is
more modular.

� The language constructs required to specify the dif-
ferent elements of an application is di�erent for each
element. These language constructs should be type-
independent, so that they can be used with any
programmer-de�ned types. The syntax and seman-
tics of these constructs is dependent of the nature of
the element they are trying to represent.

� Given that an application can be broken into a num-
ber of di�erent elements, these elements need to be
glued together again to produce an executable pro-
gram.

� The use of re
ection and meta-object protocols seem
to provide a mechanism that could be used to glue
the di�erent elements of an application together.
However, some method of specifying how the di�er-
ent elements of an application should be glued to-
gether is required.

� Re
ection provides support for the extension of the
syntax and semantics of programming languages.

Based on these conclusions, we are researching tech-
niques that can be used for specifying di�erent elements
of an application in a modular fashion, and how these
separate speci�cations can be combined to produce an
executable program for that application. We propose to
take a step-by-step approach to this problem, building on
the results of our research to date. Therefore, the objec-
tives for our current research include the following:

� To show that Iguana is su�cient for implementing
the non-functional features of distributed comput-
ing, such as persistence, distribution and synchro-
nization.

� To provide support within Iguana for combining
these features together, in a manner that is extensi-
ble and transparent to the application programmer.

� To examine how to provide programming language
support for the composition of elements.

� Based on the results of this research, to investigate,
in general, how the di�erent elements of an appli-
cation can be combined together to create an exe-
cutable program.

In order to meet these objectives, we are taking a
`bottom-up' approach. Our aim is to provide support for
meta-class composability[3] in Iguana, and use this as a
basis of providing support for Aspect-Oriented Program-
ming, particularly in the realm of distributed systems im-
plementation. As a result of our research, the techniques
we develop will, hopefully, make a contribution to the
understanding of Aspect-Oriented Programming.
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Abstract

Aspect oriented programming (AOP) is a recent programming paradigm where programmers express
and reason separately about the different concerns that affect the basic object behavior. Although it has
been successfully applied to deal with concerns such as synchronization and real-time in the area of
object-oriented concurrent and real-time programming, the coordination aspect presents more
difficulties than may appear at first glance because multi-object coordination involves synchronized
interaction among several active objects. Consequently, the coordination algorithm is spread among
sets of objects making them more difficult not only to extend and reuse but also to reason about the
coordination algorithm by itself. In this position paper we propose several question about how AOP can
deal with the coordination aspect. We present two modeling problems related with this aspect to be
discussed during this workshop and we provide a solution in order to cope with this issue. Our solution
relies on the novel concept of state notification. State notification makes use of abstract state
information and it provides a higher level of abstraction for the specification of object coordination
than the interception of messages.

1 Introduction

In the last few years, the separation of concerns has been recognized as the most adequate and elegant
software engineering approach for designing complex object-oriented software systems, where
programmers express and reason about the different concerns involving the application they want to
design [Aks96, Ber96c, Kic96, Hür95]. This mechanism increases flexibility, adaptability , reusability
and favors the composability of object-oriented programs [Aks96, San96]. Moreover, separation of
concerns has been successfully applied for separating the basic object behavior of an object from special
concerns such as synchronization and real-time, and it has been used to deal with inheritance anomalies
in concurrent object-oriented languages [Ber96a, Her96].

More recently [Aks96, Kic96], it has been recognized that the coordination aspect presents the
same problems as the forementioned aspects from the reusability and extensibility points of view.
However, it offers more difficulties than may appear at first glance because multi-object coordination
involves the synchronized interaction among several active objects in order to obtain a single goal. The
reasons for this are twofold: first, high-level mechanisms are not provided by the conventional object
model for the abstraction of the coordinated behavior among various objects because objects only
interact through message passing. The semantic of this process only involves two partner objects
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[Aks96, Pap96]. Second, the coordination algorithm is spread among sets of objects making them more
difficult not only to extend and reuse but also to reason about the coordination algorithm by itself.

Consequently, the algorithms used for multi-object coordination are inextricably linked to the
original object implementation and cannot themselves be easily reused for the coordination of objects
with different implementations. Furthermore, as multi-object coordination is commonly expressed
through language specific synchronization mechanisms in the objects’ implementation, such an
approach makes it difficult to reuse these objects in applications with different coordination patterns.

Previous work in the area [Muk95, Cal94, Bou93, Aks93] has addressed this issue based on an
approach of intercepting messages to the object to be coordinated. These messages are received by
another object that decides, according to some coordination algorithm, if and in what order messages
should be delivered to their original destinations. However, such an approach has a number of
shortcomings which causes lack of reusability and expressive power [Pap97, Pap96]: first, objects may
have internal activities that they may not be suitable to express as message invocations. Second,
coordination algorithms expressed in this way are specific to objects that have the same message
interface. However, it is useful to be able to express and reuse coordination algorithms for objects that
have similar behavior but different message interfaces.

Based on this observations, we argue that interception of message is not sufficient enough as for
modeling coordination problems and for dealing with the coordination aspect.

In order to provide a common discussion forum in this workshop with regard to this issue, in
section 2 we present two simple examples with different coordination patterns and we raise a series of
questions about how AOP can deal with the coordination aspect. We outline our solution in section 3
which relies on the novel concept of State Notification. State notification makes use of abstract state
information and it provides a higher level of abstraction for the specification of object coordination than
the interception of messages. Finally, we present our conclusions in section 4.

2 Modeling problems: how AOP may deal with?

In this section, we present two different case studies extracted from multimedia programming [Bla96] in
order to discuss and analyze the coordination aspect. Through these modeling problems, we establish a
set of requirements in order to deal with the coordination concern.

2.1 Case 1: Explicit multi-object coordination.

This coordination pattern arises on application domains where several active objects colaborate in order
to solve a single task. Objects do not evolve in isolation. Conversely, the actions each object performs
need to be synchronized/coordinated with the rest of the actions of the other objects. Consequently, the
coordination algorithm is spread on methods of several objects. Important application domains where
this coordination pattern arises are the design of barriers on parallel algorithms and the design of
relational operations in parallel databases, among others.

In order to ilustrate this coordination pattern, figure 1 depicts two objects that play a video
stream and a sound stream, respectively, inside a multimedia presentation. Both objects must progress
simultaneously. In order to produce the desired quality of service, several synchronization points are
explicitly established in one or both objects which synchronize through message passing.

But as we stated before, in the conventional object model, objects interact through message
passing and its semantic only involves two partner objects. Then, what happen if the video player, for
instance, must now be coordinated with an object that controls a slide projector in order to obtain a
more complex multimedia presentation? The video player should now be recodified in order to cope with
this new requirement. And what happens if a fourth object to be coordinated appear? Should the video
object need to be recodified again?
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Whatever a model where the coordination algorithms express explicitly the involved objects fails
in extensibility and reusability [Hol92, Luc93, Yon90]

Then, what kind of requirements should the model provide for dealing with this kind of
coordination algorithms without lost of expressiveness, reusability and extensibility?

The solution we provide relies on having the responsability of coordination these objects to be
delegated transparently to an abstract component  that captures this interaction pattern, as is further
discussed in section 3.

2.2 Case 2: Events in an object affects other objects

This coordination pattern arises on application domains where objects have not been previously
designed to run coordinatedly but in a certain moment, possibly due to new requirements, they have to
comply to some rules because the ocurrence of an event in an object affects implicitly the behavior of
other objects. This situation typically arises in fault tolerance, where node crashes affects the behavior
of the rest of objects, parallel combinatorial search-algorithms, search algorithms in parallel databases
and load-balancing, to name a few.

Figure 2 illustrates this coordination pattern, where the end of one of the components (p.e. the
video player) determines the end of the presentation. This coordination pattern may also be applied in
multiple multimedia situations, such as cases where the end of one of the components initiates another
components, or where the beginning of a video frame initiates another subpresentation, etcetera.

What is the main problem that arises in this coordination pattern and that differs from the
previous case study? Here, the different components have been designed in isolation, and afterwards,
they coexist in the same environment which force a serie of rules, in the sense mentioned above. But,
how such as coordination algorithm can be designed without re-coding the different components and,
how AOP can deal with this kind of coordination patterns if coordination is based on intercepting
messages?

Again, any solution based on message passing force some of the presentation’s components to be
recodified. For instance, the video player must now be able to send a end  message to the other
components which, in turn, must introduce a new method in their public interface in order to deal with
this new event.

As we show in section 3, the solution rely again by defining an abstract component that captures
this interaction pattern.

V ideo

Sound

time

waiting times

Fig. 1: Synchronization of video and sound objects p layers.
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2.3 Discussion

Throughout the previous case study we see that coordination is an aspect that clearly cut-across groups
of components, increases the dependencies between these components which become less reusable
because the following important observations:

• any model where the coordination algorithms express explicitly the involved objects fails in
extensibility and reusability [Hol92, Luc93, Yon90].

• any model where coordination is based exclusively on message interception fails in reusability
[Cal94, Muk95, Bou93]

In order to provide a common discussion forum in this regard, we suggest the following questions
to be analized and discussed during the workshop:

• What kind of requirements should the language provide for dealing with the coordination
aspect without lost of expressiveness and reusability?

• How can AOP deal with these coordination patterns?

• How do AOP help programmers to reason about these coordination patterns in isolation?

• How the coordination aspect may be clearly separated and successfuly weaved in
applications?

In the same way that the use of abstract state information has been recognized to be an adequate
strategy for the separation of concerns [Ber96b], and it has been successfully aplied for the
synchronization [Berg96a, San96] and real-time concerns[Ber96a], we claim that such an approach can
also be successfully aplied for coping with the coordination aspect and for answering the above
questions.

We believe that AOP can effectively deal with the coordination concern if the components to be
composed provide support for the novel concept of state notification, which is more explained in the
next section.

Fig. 2 : Video player Ends causing the end of the whole presentation.
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3 Abstract states and state notification: dealing with the
coordination aspect.

Our solution relay on the novel concept of state notification. State notification makes use of abstract
state information and it provides a higher level of abstraction for the specification of object coordination
than the interception of messages. This concept has been implemented in ATOM, a concurrent object-
oriented programming model (COOP), that provides the novel features of abstract states, state
predicates and state notification [Pap96, Pap97]. These features are integrated with thread scheduling
and message passing in such a way that adequate expresive power for COOP and support for
inheritance are addresed simultaneously. ATOM is available through anonymous ftp at
fidji.imag.fr:/pub/michael/atom/atom0b.tgz.

An abstract state represents properties of the object’s state at a level of abstraction that hides
implementation details. A state predicate is an evaluator of abstract states associated an object an
defines a mapping form abstract to concrete object state. An abstract state is associated with exactly
one state predicate.

State notificación allows an object to monitor and synchronize with abstract state changes of
other objects. When an object A wants to know if other object B reaches a certain abstract state, a state
notification request is performed by A. It is important to note that state notification does not require the
explicit collaboration of the requested object (B in this case)

Having these concepts in mind, the solution for dealing with the coordination aspect in the sense
mentioned in section 2, is to have the responsability of object coordination to be delegated transparently
to an abstract component that captures the interaction pattern among objects to be coordinated.

This component is modeled as an active object in charge of dealing, exclusively, with the
coordination concern. In order to symplify the understanding and terminology of our proposal, we call
coordinator to this abstract component.

Any set of objects that in a certain moment need to be coordinated are associated with a
coordinator. A coordinator controls the objects to be coordinated through state notification. Using this
feature, the coordinator knows when an event has happened in an object. The coordinator has associated
to each event a set of coordination actions. In this way, the coordinator can control the occurrence of
events in a selective way. It is important to note that while the coordinator is monitorizing several
objects these have no knowledge about this situation, and consequently, the coordination process is
performed transparentely with regard to the objects to be coordinated.

Accordingly, objects are more reusable because they are coded without specifying coordination
constraints. Furthermore, the coordination algorithms are more reusable as they are separately from the
implementation of the objects and are based on abstract information. In addition it is possible to specify
generic coordination algorithms that can be reused for objects with different interfaces but similar
abstract behavior

4 Conclusions and relations to the workshop

In this position paper we have discussed about the coordination concern and we have presented two case
studies with different coordination patterns and necessities which have raised a series of questions about
how AOP can deal with the coordination aspect, questions that should be discussed during this
workshop.

As we have shown, the separation of the coordination aspect offers more difficulties than may
appear at first glance as a result of the high increase of the dependences between the objects to be
coordinated.
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Moreover, we have shown that interception of messages is not sufficient enough for dealing with
the coordination aspect and that the solution may be found in the concept of state notification which
makes use of abstract state information, and it provides a higher level of abstraction for the
specification of object coordination than the interception of messages.

As a consequence we propose these subjects as topics to be discussed in the workshop, as well as
key issues for future research efforts in the coordination aspect.

References
[Aks93] M. Aksit, et. al. Abstracting Object Interactions Using Composition Filters. In Object-Based Distributed

Programming, R. Guerraoui, O. Nierstrasz and M. Riveill (eds), LNCS 791, Springer-Verlag 1993.

[Aks96] M. Aksit, B. Tekinerdogan, L. Bergmans, Achieving Adaptability through separation and composition of
concerns, In Max Mühlhäuser editor, Special Issues in Object-Oriented Programming, Workshop Reader of the
10th. European Conference on Object-Oriented Programming, ECOOP’96, Dpunkt-Verlag, 1997.

[Ber96a] L. Bergmans and M. Aksit, Composing synchronization and Real-Time constraints. Journal of Parallel and
Distributed Computing, vol. 36(1), pp: 32-52, 1996.

[Ber96b] L. Bergmans and P. Cointe, Composability Issues in Object-Orientation: CIOO’96 Workshop Report, In Max
Mühlhäuser editor, Special Issues in Object-Oriented Programming, Workshop Reader of the 10th. European
Conference on Object-Oriented Programming, ECOOP’96, Dpunkt-Verlag, 1997.

[Ber96c] L. Bergmans, An Introduction to Composability issues, In Max Mühlhäuser editor, Special Issues in Object-
Oriented Programming, Workshop Reader of the 10th. European Conference on Object-Oriented Programming,
ECOOP’96, Dpunkt-Verlag, 1997.

[Bla96] G. Blakowski and R. Steinmetz. A Media Synchronization Survey : Reference Model, Specification and Case
Studies. IEEE Journal on Selected Areas in Communications, Vol. 14, No. 1, January 1996.

[Bou93] M. Bourgois, J.M. Andreoli and R. Pareschi. Concurrency and Communication: Choices in Implementing the
Coordination Language LO. Proceedings of ECOOP’93 Workshop in Object-Based Distributed Programming.
R. guerraoui, Oscar Nierstrasz and Michel Riveill editors, LNCS 791,pages 73-92. Kaiserslautern, Germany,
July 1993. Springer-Verlag.

[Cal94] C. Callsen and G. Agha. Open Heterogeneus Computing in ActorSpace. Journal of Parallel and Distributed
Computing, Special issue on Heterogeneus Processing, 21:289-300, 1994.

[Her96] J. Hernández, F. Sánchez, M. Barrena, J. M. Murillo, A. Polo.: Reusability, Extensibility and Polymorphism of
Synchronization Constraints in Concurrent Object-Oriented Languajes. Technical Report nº 2/96. March 1996.

[Hol92] I. M. Holland. Specifying Reusable Components Using Contracts. Proceedings ECOOP’92. Lehrmann Madsen
editor, LNCS 615, pages 287-308. Utrecht, The Netherlands, July 1992. Springer-Verlaag.

[Hür95] W. L. Hürsch and C. Videira Lopes, Separation of Concerns, College of Computer Science, Northeastern
University, February 1995.

[Kic96] G. Kiczales et al., Aspect-Oriented Programming. In Max Mühlhäuser editor, Special Issues in Object-Oriented
Programming, Workshop Reader of the 10th. European Conference on Object-Oriented Programming,
ECOOP’96, Dpunkt-Verlag, 1997.

[Luc93] D.C. Luckham et al.. Partial Orderings of Events Sets and Their Applications to Prototyping Concurrent,
Timed Systems. Journal of Systems Software. Vol. 21, June 1993, pages 253-265.

[Muk95] M. Mukherji and D. Kafura. Specification of Multi-Object Coordination Schemes Using Coordinating
Environments. ftp://actor.cs.vt.edu/pub/kafura/ce.ps, 1995

[Pap96] M. Papathomas. ATOM: An Active Object Model for Enhancing Reuse in the Development of Concurrent
Software, Research Report, RR 963-I-LSR-2, IMAG-LSR, Grenoble, France, November 1996. (Available
through anonymous ftp at fidji.imag.fr:/pub/michael/atom/atom_report.ps.gz)

[Pap97] M. Papathomas, J. Hernández, J. M. Murillo and F. Sanchez, Inheritance and Expressive Power in Concurrent
Object-Oriented Programing, April 1997 (submitted to LMO’97 conference)

[San96] F. Sánchez, J. Hernández, M. Barrena, J. M. Murillo, A. Polo. Issues in Composability of Synchronization
Constraints in Concurrent Object-Oriented Languages. In Max Mühlhäuser editor, Special Issues in Object-
Oriented Programming, Workshop Reader of the 10th. European Conference on Object-Oriented Programming,
ECOOP’96, Dpunkt-Verlag, 1997.

[Yon90] A. Yonezawa, editor. ABCL. An Object-Oriented Concurrent System. MIT Press, 1990.



1

Aspec t s  o f  Synchron i sa t ion

David Holmes, James Noble, John Potter
Microsoft


 Research Institute and Department of Computing

School of Mathematics, Physics, Computing and Electronics
Macquarie University, Sydney, Australia

email: dholmes, kjx, potter@mri.mq.edu.au

April 15, 1997

1. Introduction

Aspect Oriented Programming (AOP) allows a programmer to “express the different aspects of a
software system in a separate and natural form, and then automatically combine those separate
descriptions into a final executable” [Kic96]. The aspects of a software system can include: data
structure, algorithms, distribution, concurrency, security, fault-tolerance and synchronisation.
Separating these different aspects can produce a number of benefits [Lop95].  These include:

• a higher level of abstraction allows us to program aspects individually
• easier understanding of each aspect because it is not cluttered with other aspects
• weak coupling between aspects which provides flexibility and opportunity for re-use

In separating aspects of a system, synchronisation is typically treated as a single monolithic aspect
[Kic96, Lop94, Lop95], yet when viewed as such we find that the benefits of flexibility and re-use are
not forthcoming. We argue that just as a monolithic, ‘aspect-tangling’ [Kic96], approach to the whole
program leads to complex code with limited re-use and flexibility, a monolithic approach to
synchronisation has the same limitations. We claim that dividing synchronisation into different aspects
can produce the benefits of flexibility and re-use that are desired.

We are developing the ‘synchronisation rings’ model for synchronisation in object-oriented systems.
This model has been developed in a language neutral manner, as a means for providing flexibility and
re-use in concurrent object-oriented systems. We take separation of concerns to a new level not only by
separating the synchronisation code from the functional code, but by separating the different aspects of
synchronisation that may exist in a concurrent system. By abstracting the key behaviours required to
implement different synchronisation constraints we achieve greater re-use and flexibility over the
monolithic approaches that have been common to date. Further more, by defining independent yet
cooperating synchronisation behaviours, we can create new behaviours by composing existing ones and
avoid liveness problems such as local deadlock.

This paper is organised as follows. Section 2 reviews attempts to achieve flexibility and re-use in
concurrent object-oriented programming. Section 3 identifies three aspects of synchronisation. Section
4 defines our synchronisation rings model for accommodating those different aspects. Section 5
discusses the current status and future work.

Abstract. Aspect oriented programming promotes the separation of the different
aspects of a system into their natural form, and synchronisation is an important aspect
of concurrent object oriented systems. Treating synchronisation as a single monolithic
aspect leads to inflexibility and limited possibilities for reuse. We suggest that
synchronisation has a number of different aspects, and introduce the ‘synchronisation
rings’ model which allows the aspects of a synchronised object to be specified
independently. By separating the different aspects of synchronisation we can provide
flexible, generic implementations of common synchronisation constraints, which can
be re-used in many different contexts.
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2. Concurrent Object-Oriented Programming

For many years researchers have attempted to combine concurrent and object-oriented programming to
make the benefits of both paradigms available to the programmer. Attaining this goal has been
frustrated by interference between concurrency and the main benefits of object-orientation:
encapsulation, re-use and modularity. This interference is particularly noticeable with regard to re-use,
where conflict between concurrency and re-use by inheritance led to the definition of the “inheritance
anomaly” [Mat90] and subsequent investigation of its nature [Mat93, Ber94, McH94].

Many early concurrent object-oriented languages introduced concurrency and synchronisation without
concern for their interaction with inheritance, nor for issues of flexibility and re-use. As problems with
inheritance were uncovered and re-use became more important, various attempts were made to correct
the problems as they arose in particular languages. Approaches to mitigating the effects of the
inheritance anomaly have generally led to new languages that separate the functional code and the
synchronisation code, so that inheritance can be applied to each independently. However, in the case of
POOL-T [Ame87], it resulted in the omission of inheritance from the language.

At first this separation involved removing synchronisation code from the functional code. Guard based
mechanisms are good examples of this degree of separation. The synchronisation constraint is
expressed as an entry condition for a method, with the actual synchronisation being implemented in the
run-time system. For example, Mitchell’s Threaded Active Object (TAO) model  [Mit94] allows guards
to be defined as part of the interface of a method. These guards can then be inherited in derived
operations that override the base implementation, or they can be extended if a new method requires the
guard of the base method to change. Guards usually have access to information maintained by the
runtime system, such as the number of currently executing methods and the nature of those methods and
can access state variables maintained in the object.

Bergmans [Ber94] adds synchronisation to the Composition Filters object model by defining a wait
filter which causes messages to be queued if the condition associated with the filter is not met. An
‘object manager’ provides queuing and condition re-evaluation, with adjacent wait filters combined to
share a single queue. The synchronisation constraint is the conjunction of each of the filter conditions,
similar to a guard. Further more, the ‘object manager’ is similar to the runtime system used in guard
implementations. Composition filters also provide more general ‘meta’ filters which can be used for
maintaining synchronisation state (such as history-state), and the notion of atomic delegation, which
allows multiple messages to be sent atomically. Together these features provide a powerful model of
synchronisation, but it is difficult to see how to apply it outside of the composition filters object model.

Adaptive Programming separates different aspects of the program into different blocks which are then
recombined to form the actual program. The synchronisation pattern is one such block, described in
[Lop94]. Combining different synchronisation patterns with different behavioural blocks yields
different concurrent programs. Synchronisation patterns should thus be re-useable in different contexts.
However, the synchronisation patterns given as examples rely on access to state information in either
the behavioural or structural blocks. As such, these patterns seem to be tightly coupled to the other
blocks and not amenable to re-use; a view shared by [McH94].

McHale [McH94] is a strong advocate of separation and insists that separation should not only be
between the functional and synchronisation code, but also between the data they use. This is provided in
the Service-Object Synchronisation Paradigm. This decoupling increases the potential for concurrency
and makes the synchronisation code modular and easier to understand. A Generic Synchronisation
Policy  (GSP) is defined in terms of the sets of operations that interact with that policy. For example a
reader/writer policy operates on a set of reader operations and a set of writer operations; thus for a
given class we can instantiate the policy by providing the names of operations that are readers and
operations that are writers. Thus these policies can be re-used in different contexts.  However
inheritance and re-use  issues are discussed mainly in the context of ‘open issues’ and future work.

These approaches to separation have provided some benefits for re-use but these benefits are still
limited. Guards require that code to manipulate synchronisation state be written in each class.
Synchronisation patterns are not as generic as we would hope. GSP’s don’t consider inheritance nor the
composition of simple policies. In terms of flexibility most systems provide monolithic ‘closed’
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implementations, with no control over queuing semantics, guard evaluation strategies, or how
synchronisation state is maintained. An ‘open implementation’ [Kic95] is important for providing true
flexibility in both functional and performance terms. We believe that a large part of the re-use problem
is that separation has not been achieved to a fine enough degree, nor in a form most amenable to re-use.
By considering different aspects of synchronisation we can obtain finer separation in a more generic
form.

3. Aspects of Synchronisation

By examining the synchronisation requirements of different objects, from examples used in concurrent
object-oriented languages and in concurrency text books, we have identified three aspects of
synchronisation:

• Exclusion constraints deal with potential interference caused by concurrent execution of
methods within a single object. They define which operations are allowed to execute
concurrently and which are not.

• State constraints determine the conditions under which operations can be applied to an object.
A single object may have a number of state constraints involving the object’s internal state or its
environment’s state.

• Transaction constraints deal with the need to atomically perform an operation involving a
number of independent objects, each of which could have their own exclusion and state
constraints.

To see how these different aspects can occur in practice, consider the example of a bounded buffer. The
buffer has two operations: ‘put’, which stores an item in the buffer, and ‘get’ which removes an item
from the buffer. There is a logical constraint on the buffer which states that you can’t remove an item
from an empty buffer, nor can you add an item to a full buffer.

In a sequential environment we would query the state of the buffer before attempting either operation,
to ensure that the operation could be carried out. In a concurrent environment we usually change the
required semantics and add a synchronisation constraint which causes a ‘put’ to block if the buffer is
full and a ‘get’ to block if the buffer is empty. This constraint is clearly a state constraint.

If we considered only this state-based aspect of synchronisation then we would probably find that our
bounded buffer failed to work correctly. Depending on the implementation of the buffer only a single
‘put’ or ‘get’ operation may be active at any time, otherwise the interference that occurs could result in
data corruption. We can thus identify an exclusion constraint for the buffer, to ensure that interference
does not occur.

Consider now that we have two bounded buffers representing critical system data structures. Using state
and exclusion constraints we can use each buffer independently and safely. However if we require that
all items in one buffer be transferred to the other, in the same order and without any other items being
interleaved, then we have a constraint on the allowed interaction that is not managed by the existing
constraints. This is a transaction constraint for using multiple objects in an atomic fashion.

These different aspects of synchronisation are readily identifiable. By modelling them individually we
should be able to change them independently and achieve a greater degree of re-use and flexibility. For
example, a new implementation of the bounded buffer may not require mutual exclusion but may allow
a less restrictive reader/writer policy which can be effected by composing a new exclusion constraint
with the old state constraint. By providing generic synchronisation behaviours that can enforce a range
of constraints we may achieve even greater re-use.

4. The Synchronisation Rings Model

We have developed a model where a synchronised object is a combination of separate functional and
synchronisation behaviours. Each aspect of synchronisation required by the object is provided by one or
more synchronisation rings which surround a base, functional object1 (Figure 1). Each ring provides a

                                                          
1 The base object may itself be an aggregation of functional objects.
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particular synchronisation behaviour by processing each method invocation and determining if that
invocation can proceed. These behaviours enforce the synchronisation constraints of the object.

Figure 1: Synchronisation rings

4.1 Message Processing

In the synchronisation rings model, method invocation is viewed as the passing of a message to the
synchronised object. This message is directed to each synchronisation ring to get the appropriate
synchronisation semantics and to the base object to execute the desired functional operation. From
examining many forms of synchronisation behaviour we find that in the general case synchronisation
requires that a message be processed both before and after it is handled by functional code.  This pre-
and post-processing leads to a model of messages entering and exiting rings that surround a functional
core.

A message must pass through each ring, indicating that the constraints for processing that message were
met. As each synchronisation behaviour can implement a number of constraints, each ring can have a
number of entry points. These entry points ensure that a particular constraint is met before the message
can pass through and will usually change some local state to influence the passage of future messages.
Once a message has passed through all rings it can be processed by the base object. Once processed by
the base object the message continues on and passes through each ring again, this time through exit
points. Exit points correspond to particular entry points and complement them by completing the
change of state that represents a successful operation, however they may also have constraints that must
be met before the message can proceed.

If a message can not pass through a ring it is rejected. A rejected message bounces off the ‘closed’ ring
and returns back through each of the rings it has entered so far. Each ring processes a rejected message
at a rollback point corresponding to the entry point that was used by that message. The rollback point
must undo any state changes performed by the entry point and thus allow further messages to be
processed. This rollback protocol allows different synchronisation behaviours to be composed without
causing local deadlock.

As messages can be rejected we allow the client (caller) to specify how a rejected message should be
dealt with. There are three basic options: return immediately with an error code or via an exception,
wait indefinitely until the message can be accepted, or wait for a specified amount of time.

Each ring is independent of the others and makes no assumptions about the presence of other rings, nor
their absence. In particular each ring is responsible for maintaining its own internal consistency in the
face of concurrent access. Further more, each ring, or rather the behaviour provided by a ring, must
define how many messages may pass through the ring at a time; a ring should not restrict the number of
messages unless essential for effecting the behaviour the ring provides.
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Although messages conceptually pass through each ring they need not be actively processed by each
ring, so an implementation can optimise for rings that have no effect on particular messages. Nor is it
necessary for messages to map to an operation on the base object: some messages will manipulate
synchronisation state only. For example, enabling or disabling a bounded buffer doesn’t have any effect
on the buffer itself. A ‘pure synchronisation’ object has no base object but only synchronisation rings.

4.2 Defining Synchronisation Behaviours

A synchronisation ring implements a particular synchronisation behaviour using a set of entry, exit and
rollback points. As rings are independent they should be re-useable in different contexts. To enhance re-
useability we look for generic synchronisation behaviours that can be used to provide a range of
synchronisation constraints. This is done by capturing generic synchronisation constraints rather than
context specific ones. These generic behaviours can then be provided in a library and can be composed
to provide the synchronisation constraints for many different objects.

An example of a behaviour for providing exclusion constraints is the ‘read/write set’ behaviour.
Read/write sets are an extension of the reader/writer policy. If the methods that read/write specific state
can be grouped into disjoint sets then we can increase internal concurrency by allowing them to be
active at the same time. This behaviour can provide a simple reader/writer policy by defining a single
read/write set, or it can implement mutual exclusion by defining all methods as writers of the same set.

To provide some state constraints we have defined the ‘sliding scale’ behaviour which is an abstract
representation of a bounded counter that can be increased or decreased. An increase request can not
proceed if the upper bound is reached and a decrease request can not proceed if the lower bound is
reached. A sliding scale with a lower bound of zero and a specified upper bound implements the ‘not
full’ and ‘not empty’ constraints of ‘put’ and ‘get’ operations on the bounded buffer. Further, a lower
bound of zero and an upper bound of one provides mutual exclusion.

Another state constraint is captured by the notion of an event. A simple event is a boolean flag which
may be on or off to represent the occurrence of the event. A simple event is one of a number of event
behaviours that can be defined. For example some events are latched, once they have been set they are
never cleared; some events are consumed by the act of testing for the event; the occurrence of an event
may release a single thread waiting for the event, or multiple threads. An event behaviour is useful for
providing pure synchronisation objects that can be used for inter-thread coordination: such as barriers
and gates. A simple event can also represent history state information. For example, an event can be set
to indicate that the last operation was a ‘get’ and cleared to indicate it was some other operation.

4.3 Example: The Bounded Buffer

Figure 2

Figure 2 illustrates how two synchronisation rings can be used to synchronise a bounded buffer. The
arrows show how the ‘put’ and ‘get’ messages are processed at the entry and exit points of each ring.
The outer ring provides a simple mutual exclusion behaviour, so there is a single entry and exit point for
all messages. The inner ring is a ‘sliding scale’ behaviour, so we have different entry and exit points for
‘increase’ operations and ‘decrease’ operations.

5. Current Status and Future Work

We have developed an initial implementation in Java™ [Gos96] to experiment with the
implementation of different synchronisation behaviours and the required semantics of those behaviours.
Each synchronisation ring is implemented as a single object with entry, exit and rollback points
implemented as methods. A synchronised object consists of one or more synchronisation objects and
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the necessary functional objects. Each method in the synchronised object implements the call sequence
needed to invoke the entry methods, functional methods and exit methods in turn.

We have implemented the three behaviours discussed in the previous section, using Java’s underlying
concurrency primitives, to form the nucleus of a library. We have not yet provided the flexibility of
having behaviours with different performance characteristics (for example single versus multiple
queues), nor have we provided specific queuing semantics (FIFO, LIFO, priority) for blocked messages.
Transaction constraints have not yet been implemented.

The model continues to be developed and refined. One issue that remains unclear is the exact semantics
of exit constraints. These have not been worked out as we have not yet formulated practical examples
where such behaviour might be needed.

There are a number of useability issues that we have not yet addressed:

• how should a programmer write a synchronised object?
• can  synchronised objects be incrementally modified?
• can synchronised objects be combined to form more complex synchronised objects?

These  issues are concerned with finding an appropriate means for specifying the synchronisation rings
needed by a synchronised object and the way in which messages should be processed for that object.

We believe that ‘separation of concerns’ and aspect-oriented programming have shown a potential
means for structuring complex programs to achieve greater modularity, flexibility and re-use. However
a key issue which remains is how to recombine these aspects once they have been separately defined. If
a new language is required to define how to ‘weave’ aspects together, how do we avoid the problems
with re-use and flexibility that caused us to look to separation in the first place?
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THE INTERACTION OF COMPONENTS AND ASPECTS
John Lamping, Xerox PARC

lamping@parc.xerox.com

One of the realities of aspect oriented programming is that aspect code and component code interacts.  For
example, in the D AOP for distributed computing, the aspect code for communication interacts with the
component code at every message send to a potentially remote object.  The component code initiates the
message send while the aspect code describes how to marshall the arguments.

If there was no interaction then there would be no need for AOP; you could just compile the component
code and the aspect code separately, using an appropriate compiler for each language.  It is the interaction
between component and aspect code that makes weavers necessary and that makes AOP interesting.

And the interaction is typically pervasive: at the level of abstraction at which the code is written, the
component code and aspect code are addressing different properties, like basic functionality and
communication, that each pervade the computation.  This means that there the points where the component
code and the aspect code interact will also be pervasive.  These are the join points.

Another part of the power of AOP comes from the ability of the component code and the aspect code to
decompose the join points differently.  For example, in D AOP, different message sends in the component
code, with different message names, might be treated the same by the code for the communication aspect if
they are all sending the same class of argument.

Again, if this weren't the case, if the component code and the aspect code wanted to decompose the
computation the same way, there would be no need for AOP; you could just merge the aspect code into the
structure of the component code.  It is the different decompositions of the join points that requires weaving
of the component and aspect code, not just merging them.

Typically, the component code determines the broad outlines of the computation, including what join
points will exist.  For example, in D AOP, the component code determines what messages will be sent.  So
the component code not only has a structure under which it views the join points, but also brings them into
being.

The aspect code, on the other hand, typically works with the join points that the component code provides,
although it imposes its own structure on them.

Different AOP's can be classified in terms of what the join points are and how the components and aspects
interact.  One important class of AOP's is those where the aspect code treats each join point independently.
The communication aspect of D AOP falls into this category, with each message send handled
independently.  One result is that the weaver is quite simple, and structure of the woven code looks
basically like the component structure, with code added at join points.  Composition filters fall into the
same category.

Another category, the join points are not treated independently.  For example, in order for a loop fusion
aspect to fuse two loops, it must examine both loops from the component code (which may potentially not
even be adjacent in the component code).  Similarly, thinking of monads as an aspect language, they can
relate function invocations---their join points---that are far removed in the component code.


